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CHAPTER I
INTRODUCTION
Research shows that in a system model, when the production rate is adjusted
based on the number of items in queue, the nature of the model changes from an openloop queueing system to a closed-loop feedback control system. Service-rate adjustment
can be implemented in a discrete event simulation model, but the effect of this adjustment
has not been thoroughly analyzed in the literature. This research considers the design of
feedback signals to generate realistic simulation models of production system behavior.
A series of simulation experiments is conducted to provide practical guidance for
simulation modelers on how adding a service-rate adjustment feedback loop to a
queueing system affects system performance.
1.1

Introduction
Sometimes industrial engineers use queueing systems to model how entities flow

through a system. When there are random inter-arrival times and/or random service
times, then queueing theory can predict how long to expect the queue to grow, how long
to expect the average waiting time to be, etc. But for highly utilized systems, those
models predict that the queue length sometimes grows enormously. In real systems, if the
queue length were to grow that high, management would intervene – varying the
production rate based on the queue length. This research looks at adding adjustable-rate
processing to queueing system models to make them more realistic. The research looks
1

at how including a feedback loop based on the queue length changes it from a queueing
system problem to a control system problem with the accompanying richness in design of
different feedback strategies to influence system performance. The objective of a
discrete event simulation model is to make a useful simulation of the real system; adding
an adjustable-rate element can make them more realistic, and hence more successful, as
long as we understand the impact on the system.
Figure 1.1 shows how monitoring the number in queue with a negative feedback
loop changes the queueing system into a feedback control system. With the appropriate
controller design, the system will now seek to track the target number in queue, making
the system less sensitive to variation in the arrival and service times.

Figure 1.1

1.2

Closed-loop control of a queueing system.

Research summary
The earlier paper by Babin, Greenwood, et al. (2007) showed how adding an

adjustable rate processing element to a queueing system model makes it perform more
like a control loop than an open-loop queueing model. Discrete event simulation is a
powerful tool to analyze the transient performance of a system when a queueing system’s
topology is complicated – too complicated for the mathematical queueing system models.
2

Queueing theory solutions apply to the steady-state average, which is important, but do
not shed much light on the transient or non-stationary performance of the system. Also,
queueing theory requires restrictive assumptions about the nature of the arrivals and
service times and the network topology. Real-world industrial systems often do not meet
these restrictive assumptions. Experience with practical models at Mimeo.com and
ThyssenKrupp Elevator has shown that simulation models can be built using a simple
network of queues that are useful in understanding the capacity of a physical system.
Nine simulation experiments are conducted to show how adding a feedback
control loop to a simulation model makes it perform more like a control system than an
open-loop queuing system, and how various control strategies can emulate the production
rate and capacity decisions that operations managers use in practice. Providing insight
into the differences between queueing models and control system models will provide
simulation modelers a tool to create more accurate models.
Experimental factors include both uncontrollable (environmental) factors and
controllable factors. Environmental factors include the arrival distribution, service
distribution, and system architecture. The main control factors are parameters of the
controller design – such as the slope of the rate-adjustment function or proportional term,
the integral term, the derivative term, the sample frequency, and the limits on
adjustability.
The response variables extend beyond the customary (average cycle time or queue
length) and include measures of the variability and autocorrelation of the number in
queue and cycle time. The study shows that some measure of the control effort must be
included in the model because closed-loop control can easily achieve the target cycle
3

time with reduced variability given enough adjustment effort. A total cost model is
proposed to capture the tradeoffs associated with making capacity or rate-adjustments.
This research builds on practical experience at two manufacturers from different
industries and provides some insight into feedback parameters that can help model the
behavior of complex systems. It explores just the simple queuing systems but suggests
direction for additional studies with various network topologies.
The research also provides insight into how discrete event simulation can
accurately model the capacity or rate-adjustments that are made in real industrial systems,
and investigates improved control strategies for controlled queueing system models. This
approach has several interesting applications. On one hand, it can be applied to
production systems where the capacity or rate can be adjusted (with overtime and
resources allocation) based on the number of jobs in queue. On the other hand, it can be
applied to new product development where projects flow through a series of development
process steps and the staffing levels of departments can be adjusted based on the project
backlog.
Figure 1.2 shows the experiment sequence and the conference paper publications
that describe those results. Chapters 3 and 4 of this dissertation cover the synthesis of
these studies, detailing the performance measure aspects in chapter 3, and the simulation
implementation aspects in chapter 4.

4

Figure 1.2

Simulation experiment sequence and conference paper publications.

Experiment 1 looks at the simplest M/M/1 queueing system, and demonstrates the
basic results for average queue length L = ρ/(1-ρ) and cycle time. It also looks at the
distribution of queue lengths with a highly utilized server, and demonstrates how the time
series of queue length behaves – sometimes making excursions well above the average
value.
Experiment 2 demonstrates Kingman’s equation as an approximation for the cycle
time for G/G/1 systems based on the arrival and processing time variability.
Experiment 3 introduces a total cost model approach for finding the best service-rate that
satisfies a given arrival rate using a linear service cost and waiting cost.

5

Experiment 4 expands the simple queueing models to include a state-dependent
service-rate. The basic results from queueing theory are demonstrated for an M/M/1
model where the average processing rate is adjusted based on the number of items in
queue.
Experiment 5 repeats the previous experiments (described in Appendix A)
demonstrating the difference between an open-loop queueing model and a closed-loop
model with a linear rate-adjustment function. The slope is less steep than in the statedependent models of experiment 4, providing less severe adjustments. Beyond the
previous tests, various slopes are used, and the impact on the total cost is included.
Experiment 6 extends the rate-adjustment function beyond the simple linear
(proportional) relationship to include ramp, stepped and a hysteresis function. These
adjustment functions have an intuitive connection to practical rate-adjustment functions
that an operations manager might use.
Experiment 7 demonstrates the concept that using feedback from the current
queue length gives better performance than using feedback from the current cycle times.
This is due to the lag inherent in the observation of long wait times.
Experiment 8 ventures into full controller design using the popular proportionalintegral-derivative (PID) control loop. A variety of parameter settings are evaluated for
their impact on system performance and total cost.
Experiment 9 illustrates some practical aspects of achieving the rate-adjustment
function in discrete event simulation software. For example, servers might have to be
added to achieve an increase in effective service-rate rather than directly changing a rate.
Overtime scheduling is a practical way to increase capacity.
6

Figure 1.2 shows additional studies on the use of triangular distribution and
truncated exponential distribution to reduce queueing system variability. The truncated
exponential study resulted in an additional conference paper beyond the original
experiment plan.
1.3

Background
Motivation for this research comes from a real industrial problem that the author

encountered while developing capacity simulation models for the production plant at
Mimeo.com. Validation of the early simulation models with operations management
identified a significant difference between how the plant and the queueing model
behaved. Even though the arrival and service-rate distributions were accurate, when
modeled as a “simple” queueing system, the simulation predicted much more variability
(sustained extremes) in queue length than management would ever allow in practice. If
the backlog really grew as high as occasionally predicted by the model, the effective
processing rate would be increased by adding overtime or activating extra workstations.
And if the backlog really dropped to near zero, the processing rate would decrease –
leaving a little work for tomorrow. When this feedback loop is added – adjusting the
service-rate based on the current queue length – the system exhibits less variability and
begins to take on the nature of a closed-loop control system rather than an open-loop
queueing system.
This research lies at the intersection of three interesting areas – queueing systems,
discrete event simulation, and the control of stochastic systems. It has applicability to
queueing models in a number of different fields – not just manufacturing capacity. It
could also apply to product development where projects flow through variable-sized
7

departments that each have a task to perform in the product development process. It
could also apply to healthcare or other service industries as well, where variable staffing
rates can be selected based on the number of customers in queue.
The performance measures typically used in queueing system analysis – such as
average length of the queue, average cycle time, and utilization – cease to be meaningful
in rate-adjusted systems. As a control system, the control effort and output variability or
square error now need to be measured.
Queueing theory does address this “state-dependent service-rate” problem.
However, many introductions to queueing do not go into those detailed solutions so they
are not generally accessible to the Industrial Engineering or Management Science student
or practitioners. The solutions to state-dependent service-rate problems contain infinite
summations and do not have tidy closed form solutions, so they are not used much in
practice even though they are more accurate.
Discrete event simulation is much simpler. It is straightforward to add code to a
capacity simulation model to adjust the service-rate based on the queue length making the
model more realistic. The model then performs more like the real system, and behaves
more like a closed-loop control system than an open-loop queueing system.
The objective of any simulation project is to build a useful model – one that
behaves like the real system and provides a platform to make decisions and to determine
ways to improve the system. The practical goal of this research project is to provide
guidance to discrete event simulation modelers on how to incorporate adjustable-rate
processing in their queueing simulation models so they behave more like the real
systems. As George E. P. Box says, “all models are wrong but some models are useful.”
8

(Box, Luceno et al. 2009) Simulation models are made more useful by incorporating
adjustable-rate control to better match what really happens in production systems where
operations managers adjust the production rate based on the backlog.
Detailed examples developed in the modern discrete event simulation software
package FlexSim are included in this dissertation. An exercise to demonstrate the
concept that would be suitable to include in a simulation or queueing systems class for
industrial engineers is included in Appendix B.
1.4

Motivation for the research
Motivation for this research comes from a real industrial problem that the author

encountered while developing capacity simulation models for the production plant at
Mimeo.com in 2007. Because Mimeo.com provides overnight delivery of custom
printing projects, cycle time is a critical performance measure. Capacity management, in
the presence of highly variable demand, and in the presence of uncertain growth rates, is
another key concern. Discrete event simulation models were developed to understand the
impact that staffing and equipment decisions have on cycle time when product mix and
demand variability is present. A series of models was developed, going from a simple
“top-down” model that illustrated the effect of having a network of production queues, to
a detailed “bottom-up” model that incorporated detailed time estimates at each
workstation. It seems that the simple “top-down” queueing models required utilizations
in the 65-75% range to produce representative results with respect to queue lengths. The
detailed “bottom-up” model incorporated accurate machine and labor rates, but with
higher utilizations the model predicted an unrealistic number of late shipments. A novel
“adjustable rate” concept was incorporated to make the model more representative – with
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higher utilizations and lower cycle-time variability than the open-loop queueing models
predicted.
First a top-down model was developed, as shown in figure 1.3. Utilization is an
input to this model. The assumed utilization factors that produced realistic looking
output distributions were in the range of 65-75%. Higher utilizations allowed the queues
to grow much too long. Since these were aggregate utilizations by department and since
some excess capacity is necessary in an on-demand business model, this finding was
accepted and development of a more detailed model proceeded.

Figure 1.3

Top-down capacity model.

Then, a detailed “bottom-up” model was developed as shown in figure 1.4.
Utilization is an output in this model. In the “bottom-up” or detailed capacity model, the
results of extensive time studies were used to populate the machine and labor rates.
Utilizations could then be observed as outputs of the simulation model.
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Figure 1.4

Bottom-up capacity model.

Validation of the early simulation models with operations management indicated
a difference between how the plant and the queueing model behaved. Even though the
arrival and service-rate distributions were accurate, when modeled as a “simple”
queueing system, the simulation predicted much more variability in queue length than
management would ever allow in practice. If the backlog really grew as high as
occasionally predicted by the model, the effective processing rate would be increased by
adding overtime or activating extra workstations. And if the backlog really dropped to
near zero, the processing rate would decrease – leaving a little work for tomorrow. When
this feedback loop was added – adjusting the service-rate based on the current queue
length – the system exhibited less variability and began to take on the nature of a closedloop control system rather than an open-loop queueing system.
Before adding an “adjustable-rate” factor to the model, some research and
experiments were conducted to see what effect this might have on the model. The results
were surprising. With just a small amount of adjustment to the rate based on the current
queue length, the output variability was drastically reduced. Simple models were
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developed to investigate this effect at its simplest expression. The concept for this
research project was therefore born.
The concept of applying adjustable-rate processing in queueing system simulation
models is important for four reasons. First, adjustable-rate processing has a broad range
of applicability. Second, rate variation is relatively simple to apply. Third, adding a rateadjustment based on the number in queue has a profound effect on the behavior of the
model – utilization approaches 100% and cycle-time variability is reduced. Fourth, statedependent queueing has sound theoretical basis in queueing system theory and
engineering control system theory. Applying adjustable-rate processing to simulation
models has not been extensively published because it is a novel intersection of three
areas: simulation, controls, and queueing.
1.5

Rate-adjustment mechanisms in production systems
The concept of “adjustable rate” queueing can occur at several levels – from

individual behaviors up through enterprise staffing decisions. Start with human nature –
consider a checkout clerk at the local grocery store. When there is a short line waiting to
check out, the clerk might work a little slower – chatting more with the customer or just
expending a little less effort. If the line gets longer, the clerk will speed up. If the line
gets even longer, then additional checkout registers might be opened, increasing the
effective rate even more. Likewise, if the lines are short or empty for a while, then some
registers might be closed.
In a production system, the same phenomena occur – at several different levels. If
the order backlog or work in progress (WIP) queue gets too long, then additional workers
might be brought over from another department, or overtime might be scheduled. If the
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backlog is exhausted, then workers might be sent to another department, or sent home
early.
Models that accurately describe the “average” rate, based on the number of
workers and hours worked, but without varying the rate based on the real-time queue
length, are missing an important component of the system. The effect of ignoring this
rate control might be to have an accurate “average” performance, but to predict much
more variability than we would really experience. Figure 1.5 illustrates how the servicerate might be adjusted based on the current number in queue.

Figure 1.5

Example rate-adjustment functions.

There are examples where the system can run at a “faster rate” by just turning up
the machine speed – with a tradeoff of energy usage or quality or risk. The engineers saw
this effect at Mimeo where the backlog and looming nightly 1:00 am deadline would rally
the troops to apply different amounts of effort – running rather than walking the orders
between departments – working up a sweat by working at a much faster rate.
1.6

Previous research and publications
Prior to the dissertation proposal, several presentations were given and one

conference paper was published. “Modeling Variable Rate Processing in Queueing
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System Simulations” was presented at IERC by Babin, Greenwood, et al. (2007) and is
included in the outline of conference papers in Appendix C.
Presentations related to the topic included:


IIE/ASQ Lean and Quality Conference, September 2007, “Lean Visual
Controls reduce Variability at Mimeo.com.”



Winter Simulation Conference, December 2007, “Applying Variable Rate
Processing to Queueing Simulation Models at Mimeo.com.”



Winter Simulation Conference, December 2008, “Discrete Event
Simulation Aids New Lean Production System at Mimeo.com.”



ASQ Memphis Chapter Meeting, May 19, 2009, “The Corrupting
Influence of Variability.”



Memphis Area Engineering and Sciences Conference (MAESC), May
2009, “Variable Rate Processing in Queueing System Simulation Models.”



IIE/ASQ Operational Excellence Conference, October 2009, “Adding
Simulation to your Lean Six-Sigma Toolkit.”



Winter Simulation Conference, December 2009, “Practical Applications
of Variable Rate Processing in Simulation Models at Mimeo.com.”



Industrial Engineer Magazine, February 2011, “Discretely Evaluating
Complex Systems”, Babin and Greenwood (2011).

Since the dissertation proposal was accepted, four additional conference papers
were published or accepted for publication. All five conference papers are outlined in
Appendix C.


Industrial Engineering and Operations Management Conference,
“Applying Variance Performance Measures for Variable Service-Rate
Queueing Simulation Models”, (Babin and Greenwood 2015a).



Industrial and Systems Engineering Research Conference, “Applying Cost
Measures for Adjustable Service-Rate Queueing Simulation Models”,
(Babin and Greenwood 2015b).
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1.7



Computers in Industrial Engineering Conference, “Implementing PID
Control for Adjustable Service-Rate Queueing System Simulations”,
(Babin and Greenwood 2015c).



Winter Simulation Conference, “Incorporating Truncated Exponential
Distributions in Queueing Models with Adjustable Service-Rate Control”,
(Babin and Greenwood 2015d).

Research questions
There are four important questions that are addressed in this research.


How do queueing systems behave when the rate is adjusted based on the
queue length?
The performance differences are explained in chapters 3 and 4.



When are adjustable service-rate models more accurate than fixed-rate
models?
Application of rate-adjustment is included in chapters 3 and 4.



What happens to the familiar queueing system performance measures (like
utilization and average cycle time or average queue length) with a
feedback loop added?
Performance measures are the focus of chapter 3.



How are adjustable rate models implemented in discrete event simulation
(DES) software?
Implementation in DES is the focus of chapter 4.

1.8

Contribution of the research
This research contributes to the field of simulation modeling by providing

guidance to discrete event simulation modelers on how to successfully incorporate
feedback controls into their discrete event simulation models to make them more
realistic.
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The five conference papers published and the two journal papers anticipated
(based on chapters 3 and 4) document this contribution. Additionally, the Appendix B
provides a simple classroom exercise to demonstrate the concept to industrial engineering
students.
1.9

Organization of this dissertation
The remainder of this dissertation is organized as follows. Chapter 2 briefly

reviews the literature and shows where this research fills an important gap at the
intersection of queueing theory, controls theory, and simulation practice. Performance
measures are the focus of Chapter 3. Implementation in simulation software is the focus
of Chapter 4. An overall conclusion and summary of future research topics comprise
Chapter 5. Four appendices are included – covering previous results in Appendix A, a
classroom exercise to demonstrate the concept in Appendix B, a summary of the five
conference papers in Appendix C, and a summary of the notation used in Chapters 2 and
3 in Appendix D.
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CHAPTER II
LITERATURE REVIEW
This dissertation covers the intersection of queueing theory, controls theory and
simulation practice. This chapter provides a brief review of the relevant literature from
each of these areas, to focus the practical application of adjustable service-rate controls to
queueing system simulation models. It starts with a review from queueing theory of the
state-dependent queueing models. The next section reviews literature from the control
theory field for queue controls, which continues to generate research in application to
computers and communications systems. The third section reviews relevant literature
from the simulation field which provided some guidance on the experimental
methodology. The fourth section looks at the product development engineering domain
for examples where service-rate controls have some applications of interest. The last
section discusses the area where this dissertation is extending the state-of-the-art with
regard to simulation modeling and analysis of adjustable service-rate queueing models
that incorporate feedback control.
2.1

Queueing theory treatment of adjustable service-rate
The field of queueing theory provides the mathematical basis to understand the

performance of queues. Simple queueing models are taught to industrial engineers to
give insight to their performance, but stop short of showing how the system performs
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when the rate is adjusted based on the number in queue. This section reviews literature
of queueing theory treatment of adjustable service-rate.
State dependent queueing models have been considered since the 1960s. The
single server queue with state-dependent service-rate was described by Conway &
Maxwell (1961) and extended to multiple server models by Hillier, Conway, & Maxwell
(1964). A good history of the queue control in the Operations Research (OR) literature
was provided by Shaler Stidham (2002). This dissertation extends that work by
addressing the specific performance measure needs in a discrete event simulation model.
Hillier and Lieberman (1990) provide a section describing models with statedependent service-rate and/or arrival rate. The average number in queue is still provided
as the performance measure. A closed-form solution is not available, so it does not find
application in practice.
George and Harrison (2001) use total cost, including the holding cost and service
cost, to find the optimal dynamic service-rate to minimize the long-term average total
cost for an M/M/1 model. Their research is interested in the optimal control problem,
rather than describing realistically how a system would respond to fluctuations in queue
length.
Bekker et.al. (2004) develop a Palm theoretic approach to workload dependent
arrival and service-rate problem for a G/G/1 model. This mathematical approach uses
Palm calculus, a technique using conditional time averaged probabilities, but looks only
at averages. It does not provide information about variability of the number in queue.
The price setting aspects of queue control are addressed by Baris Ata &
Shneorson, (2006). In their model, we can adjust the service-rate with an associated cost
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increase, and throttle the arrivals using congestion pricing, as the queue length grows.
Price setting and arrival controls are a different focus area than this research.
Donald Gross (2008) includes a section on state-dependent service. On pages 9194, he starts with a simple fast-slow service-rate model, then goes on to show the results
for a model where the service-rate is a function of the number in queue. Gross also
mentions that if α = 1, then this becomes the “ample server” problem (where servers are
added as fast as the queue grows, causing the waiting time to simplify to just the
processing time distribution).
Delay estimation is addressed by Ibrahim & Whitt (2008). Predicting the delay
time with time varying arrival rates and with state-dependent Markovian abandonment
rates are addressed. They use the delay-history predictor of the elapsed waiting time of
the customer at the head of the line (HOL). They compare these delay-history predictors
to queue length based predictors and investigate an alternate delay-history predictor that
is not biased by time varying arrival rates. Their research addresses two important topics
for the healthcare or other service industries – though they do not address state dependent
service-rate, their abandonment rate has a similar complicating effect.
2.2

Control theory approach to queueing controls
The field of control theory provides a rich basis to understand control systems.

The special problems related to the control of queues are addressed in this section,
particularly in the areas of computers and communications where they are currently
researched. The application to industrial production systems is the focus of this research.
Bernardo (1992) shows that for a bi-level production system there are cost
advantages to a hysteretic control due to the setup times, a kind of switching cost. The
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research of optimal controls is beyond the scope of this dissertation, but the inclusion of
switching costs is considered as a future research topic. Kitaev & Rykov (1995) deal
with control of the service mechanism, and builds on the optimal solution approaches.
Kitaev and Serfozo (1999) show that, for dynamic control of M/M/1 queues with a
switching cost, the optimal control includes some stickiness or resistance to change called
hysteresis.
Arzen (1999) addresses the issue of accounting for time varying sample intervals
in the design of PID controls, which are more typically formed with a fixed sample time
interval. Using a varying sample interval makes sense in this application, where the
service-rate is calculated with each arrival, rather than on a fixed time basis.
Hellerstein (2002) develops a parameterized model for an M/M/1/k queueing
model. The aim is to aid in the development of optimal control strategies, based on
knowledge of the queueing transfer function. His model considers controlling the
queueing delay by dynamically limiting the queue size, rejecting additional arrivals,
which does not apply to our application.
The application of control theory to the production inventory problem is outlined
by Ortega & Lin (2004). They provided the control block diagram of the system, in the
frequency domain Laplace Transform methods to model G(s) and H(s) where 1/s is a
pure integrator. This could lead to a “bullwhip” effect, where oscillatory behavior is
caused by delays in the feedback signals. This provides some insights into the instability
possible in feedback systems.
Hellerstein, Diao, Parekh, & Tilbury (2004) provided a digital controls approach
using difference equations (rather than classical controls with differential equations) since
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their target audience is computer engineers who have no background in control systems.
Their purpose is to explain enough control theory basics to guide the computer engineers
in the selection of appropriate feedback signals in the design of high performance
computer systems. Throughout the book, they use an M/M/1/k queueing system as a
prototype example problem. Here they can control the queue size, though they do not
adjust the service-rate. They provide z-transform and PID control examples of looking at
delay times as a response to changes in control of the queue size.
Web servers can be modeled with three queues – a CPU ready queue, an I/O
queue, and a network I/O queue. The control of average delay is described by
Abdelzaher, Lu, Zhang, & Henriksson (2004) to support the use of middleware to take
care of the rate control.
The performance of real time data bases is modeled in Kang (2005) showing how
cycle time performance is managed by managing the clean CPU usage, net of wasted task
times. This approach focuses on the waste caused by retries, which is not directly
applicable to our topic.
Controlled rate queueing models are used in telecommunications modeling. Ata
(2005) describes the tradeoff in power settings and service-rate to optimize the total cost.
This model uses a finite buffer capacity and assigns a cost to rejected arrivals due to full
buffer conditions.
The number of servers to achieve a required maximum abandonment rate is given
by Whitt (2005) to model call center performance. The model describes calls that are
probabilistically abandoned based on excessive wait times caused by queueing delays.
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Wu, Juang, Martonosi, and Clark (2005) look at the stability margin and control
effectiveness of a variable sample rate control algorithm to adjust the clock speed of a
processor based on the backlog of work. The queue variance spectrum provides a way to
identify fast workload variations, and is an interesting approach to monitoring the queue
performance.
In their article on web services delays, Lu, Lu, Abdelzaher, Stonkovic and Son
(2006) use three measures of performance from control theory – stability, settling time
and steady-state error. They are interested in controlling the delay by dynamically
reallocating server processes.
Box & Luceno (2009) provided a perspective on the control of noisy processes.
While their book does not address control of queueing systems directly, many of the
techniques for controlling a noisy system with a lot of autocorrelation present will apply
to control of queueing systems. For example, they make an important point regarding
random processes (as contrasted with random variables). Box shows three distributions
with the same set of data – hence the same mean and standard deviation. But the
autocorrelation present in the time series would make a “non-random” pattern. The
number in queue (or cycle times) will have a highly autocorrelated output. If the queue is
long, it takes a while to get back to zero.
Ashtiani, Pour and Nikpour (2012) apply a PID control to active queue
management where the response time is controlled by routing incoming packets based on
the current congestion levels. Their queue control problem addresses rerouting incoming
messages when the queue grows too large, which is a different formulation than we
address with rate changes.
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Dinh, Andrew and Nazarathy (2014) look at the application of adjustable servicerate for internet communications and examines the robust tradeoff between speed and
delay using a linear combination of average job delay and energy cost. This is similar to
the total cost formulation, though energy cost is directly addressed in their model as a
function of speed.
Alam, Mohan, Fowler, and Gopalakrishnan (2012) look at the response time and
standard deviation of the response time of a web-based application simulation. This is
similar to our proposal to look at the standard deviation to the number in queue, which is
more easily observed.
2.3

Simulation practice regarding queueing simulation
The field of simulation practice provides some literature related to the simulation

of queueing systems. This section reviews the literature related to simulation
methodology applied to queueing systems.
An overview of simulation methods specifically for queues is provided by Glynn
& Iglehart (1988). Some guidance is provided, for example, on the run length needed to
estimate steady-state quantities as the traffic intensity approaches 1.
Gross and Juttijudata (1997) identify that the higher moments, beyond just the
mean, of input distributions affect the performance of G/G/1 simulations – the spread and
shape are also important. Simulation is an effective tool to look at performance of
different distributions when the standard deviation and not just the mean performance are
of concern.
Ward Whitt (1989) and Suresh & Whitt (1990) describe queueing simulation
experiment planning. The first article provides a heuristic for estimating the run length
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needed to achieve a precision, using the heavy traffic limits for queues. The second
paper looks at planning experiments for networks of queues, which is outside the scope
for our simple models.
Gladwin and Tumary (1994) use simulation to look at the business implications to
making adjustments to capacity by staffing changes based on the work backlog. Their
ProModel implementation of staffing changes provides a good business process
framework to look at hiring and firing based on the backlog of work in progress.
However, they do not elaborate on the queue variability impact of the controls.
Yang (2006) describes the relationship between cycle time and throughput using
simulation for manufacturing flow applications. Here we see the same relationship –
cycle times go through the roof when the arrival rate nears the capacity limit. The model
does not include rate variation.
Lee, An, & Connors (2008) and Lee (2007) develop a system dynamics model for
managing workforce actions that includes delays, hiring and releasing costs, and a service
penalty cost. They use PID control and look at the impact on total cost. They also
mention that no previous study has been done investigating PID control to determine
effective policies of workforce resource actions.
Thorwarth, Arisha, & Harper (2009) use a flexible workforce scheduling
approach to adapt to variations in arrival patterns in a healthcare setting. They identify
critical staffing level to achieve less than 85% utilization to accomplish the desired
service levels. Here flexibility rather than rate variation is the primary interest.
Grünal & Pidd (2010) examine discrete event simulation in healthcare and
mention the common performance measures of utilization, queue length, and waiting
24

times. They identify the unintended consequence where a focus on keeping bed
occupancy (utilization) high causes an increase in cancellations of elective surgeries – a
type of arrival rate control.
Liu, Yang, Wan, & Fowler (2011) use a combination of queueing analysis and
simulation to model the capacity of a semiconductor wafer fab. They use the CT-TH
curve to characterize the performance of the system and compare several configuration
proposals. They also mention that these curves can provide the mean plus higher order
moments of cycle time, and that they can be developed using metamodeling with
simulation.
Babin and Greenwood (2011) describe how discrete event simulation helps to
analyze complex systems. The impact of variability in a complex network of queues
typical of a production or logistics system can best be handled using DES.
Grabis (2014) looks at how real time simulation can be used to predict the
performance of context aware workflow management systems. Looking at dynamic
routing is beyond the scope of our research.
2.4

Product development engineering applications of service-rate control
In the field of product development engineering, the backlog of projects flowing

through a development process provide the context for the analysis of how the system
responds when the service-rate is adjusted based on the amount of work in the backlog.
This section reviews literature addressing queueing and product development.
Adler, Mandelbaum, Nguyen and Schwerer (1996) explain process improvement
as a way to speed up product development, and look at the distribution of cycle times
before and after the improvement to illustrate the reduction in average and also the spread
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of the cycle times. Terwiesch and Loch (1999) describe the congestion and capacity
impact on ECO cycle time in an engineering development context.
Reinertsen (2009) encourages us to go beyond M/M/1 queues to what he calls
“industrial strength queueing” (page 17). He encourages the reader to use Kingman’s
equation for G/G/k models and incorporate a total cost viewpoint, but he stops short of
state dependent or variable rate models. He makes the point that very few companies
keep track of the queue sizes, even though they have a huge impact on cycle times and
ultimately on total costs. Mascitelli (2011) refers to Reinertsen’s work but calls Queueing
Theory “arcane” (e.g., it is understood by few and is perceived as mysterious). This paper
attempts to make queueing system concepts for product development planning more
accessible through simulation, rather than complex mathematics, to show which levers
are available to improve processes.
2.5

Simulation of adjustable service-rate queueing systems
Simulation of adjustable service-rate queueing systems, the subject of this

dissertation, does not appear with that exact focus in the literature. This dissertation and
the several conference papers prepared by this author (outlined in appendix C), fill that
gap and are reviewed in this section.
Babin, Hamilton and Greenwood (2007) first investigate the use of adjustable
service-rate to create more realistic capacity models in a make-to-order environment.
Simple queueing simulation models didn’t generate realistic results, since management
was expecting low average queue length and high utilization at the same time. Rateadjustment was added and precipitated the need for new performance measures for
closed-loop systems.
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Babin and Greenwood (2015a) consider variance performance measures for
adjustable service-rate systems as a way to measure how much variability is left in the
system after the control effort is applied. Going beyond the average number in queue to
include the standard deviation of the number in queue is required to differentiate the
performance of open- and closed-loop systems.
Babin and Greenwood (2015b) investigate total cost models to describe the
tradeoff of providing the service-rate adjustment with the resulting waiting times,
including a linear waiting time cost and a penalized waiting time curve. Adjustable
service-rate can achieve lower total cost than the best fixed service-rate models, which
matches management intuition to keep a flexible capacity component rather than
providing excess fixed capacity to meet service levels.
Babin and Greenwood (2015c) illustrate the use of PID control as a model of
management behavior in adjusting service-rates based on the number in queue to achieve
a target performance level. The simple proportional-only models from the earlier papers
work well to handle the randomness of arrivals, but when a shift in the mean arrival rate
is presented, an integral term is needed to drive the steady-state error to zero.
Babin and Greenwood (2015d) look at how the truncated exponential distribution
can also be used to reduce the variability to create more realistic queueing simulation
models. In this study, the exponential distribution(s) for arrival and/or service process
times are truncated by eliminating any samples above the truncation threshold. An openloop system is used, but the extreme variability of the exponential service times (and
inter-arrival times) is limited by using a truncated exponential distribution. However,
there are still extreme peaks observed for the number in queue when using the truncated
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exponential. Combining this truncated exponential with a service-rate adjustment
provides more realistic queue performance when there is a rate-adjustment mechanism
present.
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CHAPTER III
SELECTING PERFORMANCE MEASURES FOR ADJUSTABLE SERVICE-RATE
QUEUEING SIMULATION MODELS
Many real systems include a feedback mechanism to adjust the service-rate based
on the amount of work in the backlog, to achieve a target performance level. Simple
queueing models don’t address this real-time adjustment mechanism, though it is easy to
include in a discrete event simulation model. When rate-adjustment is added to a model,
the nature of the system changes from an open-loop queueing model to a closed-loop
control system and the measures needed to evaluate the performance of the system must
change. This chapter explores the performance measures available for adjustable servicerate queueing simulation models and provides recommendations for performance
measures that are responsive to control adjustments and are helpful in creating models
with realistic performance. Experimental results, using simple rate-adjustment strategies
that represent management feedback behaviors, illustrate the importance of selecting the
right performance measures.
3.1

Introduction
Adding rate-adjustment to a queueing simulation model can make it more realistic

by explicitly incorporating management (or system) actions that react to changing queue
lengths. However, adding rate-adjustment mechanisms changes the model from an open29

loop queueing system to a closed-loop control system, and new performance measures
are needed to characterize the performance of the adjustable service-rate system.
This research is based on practical experience with modeling high-performance
production systems with tight service-level expectations. The service-rate adjustment
mechanism has application in a number of important system modeling domains –
manufacturing, product development, communication systems, computing systems and
others. Simulating adjustable service-rate queueing systems is considered in three
different industry applications – make-to-order manufacturing business with tight
service-level commitments, engineering change order servicing in a shared service
department, and new product testing in a product development department.
The remainder of the chapter is organized as follows. Section 3.2 describes
performance measures for open-loop queueing systems. It also establishes the notation
for this paper. Section 3.3 explains why new measures are needed for closed-loop
systems. Section 3.4 identifies and defines a collection of possible measures for
adjustable service-rate systems. Section 3.5 provides experimental results to illustrate the
differences in the open- and closed-loop system performance measures. Section 3.6
describes the management implications for adjustable service-rate models. Finally,
section 3.7 provides conclusions and recommendations for future research.
3.2

Review of performance measures for open-loop queueing systems
Simple open-loop queueing system performance is well understood from

queueing theory. Queueing systems are typically characterized by looking at the server
utilization, average number in queue (or in the system), and/or the average time in queue
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(or in the system). But a number of other measures are also applicable for queueing
systems, as described in this section.
3.2.1

Reference model
For this paper, a simple adjustable service-rate queueing system is considered, as

shown in figure 3.1.

Figure 3.1

Adjustable rate queueing system model.

The upper part of figure 3.1 represents a traditional queueing system. Customers
arrive randomly, with a Poisson distributed arrival rate λ, wait in a queue of infinite
length, and are serviced in a first-in, first-out (FIFO) manner. A single capacity server
processes the customers with an exponentially distributed service time of 1/µ, and then
they exit the system. Prior to applying the rate-adjustment mechanism, the queue is a
simple open-loop queueing system, and follows the M/M/1 modeling assumptions, with
the following parameters:
λ = average arrival rate, number of customers arriving per unit time,
1/λ = average inter-arrival time,
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μ = average service-rate (number of customers processed by the server per unit
time),
1/μ = average service time,
ρ = average server utilization (ρ= λ/μ)
A simulation model of the system, represented by an Object Flow Diagram, is
shown in figure 3.2.

Figure 3.2

Controlled queueing simulation model entity flow diagram.

The simple simulation model allows easy comparison to M/M/1 results, and
captures the important performance measures for open- and closed-loop models.
3.2.2

Measures for open-loop queueing systems
There are many performance measures commonly used to analyze open-loop

queueing systems – which serve as a starting point to analyze closed-loop systems. The
M/M/1(with Markovian arrival and service processes) or G/G/1 (with general
distributions for arrival and service processes) are used to illustrate the standard
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performance measures. While the M/M/1 is rarely used in industrial practice, it is a good
starting point for the discussion. This section provides a brief discussion of the various
measures and how they can be calculated in a simulation model.
3.2.2.1

Average number in queue & average number in the system
LQ is defined as the average number in queue and is the basic measure for

queueing systems. Likewise, L is the average number in the system – those in queue and
in the server and:
L = LQ + ρ

(3.1)

L = ρ/(1 - ρ)

(3.2)

LQ = ρ2/(1 - ρ)

(3.3)

For an M/M/1 system:

and

With a 1-ρ term in the denominator, LQ grows quickly as utilization approaches 1
as shown in figure 3.3.

Figure 3.3

The expected number in queue, LQ.

The expected number in queue, LQ, grows as utilization approaches one.
33

The probability density function (pdf) of the number in system (n) is given by the
expression:
pn = (1 – ρ) ρ n (p = λ / μ < 1)

(3.4)

and is plotted in the left panel of figure 3.4.

Figure 3.4

Probability of N in system and queue.

The distribution of the number in system (left) and number in queue (right)
The distinctive shape of the pdf for the number in queue with its peak at NQ=0
results from the fact that there are two system states (N=0 and N=1) that both result in an
empty queue (NQ=0). Therefore the probability of NQ=0 is the sum of the probabilities of
N=0 and N=1.
3.2.2.2

Average wait time in queue & average time in system
The average waiting time in queue (WQ) is calculated by averaging the waiting

times for each customer that has passed through the system. Likewise, W is the average
time in the system – adding the time in queue and the time being processed in the server,
so W = WQ + 1/μ. For an M/M/1 system WQ = 1 / λ(μ - λ). For a G/G/1 system,
Kingman’s approximation of WQ (Hopp and Spearman 2000) is given by
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(3.5)
where ca and ce are the coefficient of variation (mean divided by standard deviation) of
the arrival and service process distributions, respectively.
Kingman’s VUT (variability, utilization, time) approximation for the average
waiting time is the product of three terms – the first related to the variability, the second
related to the utilization, and the third related to the average service time. Notice that this
simplifies to the exact solution when the exponential distributions are used, i.e., where
the ca = ce = 1. For M/M/1:

(3.6)
Little’s Law describes the relationship between the long term average number in
the system (L) and the long term average waiting time in the system (W) with the
relationship L = λ*W. Similarly Little’s law applies to the queue with the relationship LQ
= λ*WQ as described in Hopp and Spearman (2000).
Of course, Little’s Law and Kingman’s equation deal with the average only – they
do not describe the variability or distributions involved. A plot of WQ for various
variability factors as a function of utilization is shown in figure 3.5.
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Figure 3.5

Queueing system performance.

Queueing system performance severely degrades near 100% utilization
A fundamental relationship is driven by having a 1-ρ term in the denominator for
all the familiar waiting time and number in queue formulations. All the familiar
queueing models have this form. Open-loop queueing systems must keep the utilization
well below 100% to perform well.
Hopp & Spearman (2000) posit a “law” about highly utilized workstations –
citing the fundamental relationship between cycle time (their term for time in the system)
and utilization for queueing system models. Whether for the M/M/1, where we have
exact results, or the G/G/1 model, where we have Kingman’s approximation, the system
performance degrades when the server utilization nears 100%.
Kleinrock (1975) mentions that, as ρ approaches 1, both the average number in
the system and the average time in the system grow in an “unbounded fashion.” He adds
that “this type of behavior with respect to ρ as ρ approaches 1 is characteristic of almost
every queueing system one can encounter.” (p. 99)
For the M/M/1 model the time in system is exponentially distributed, with a mean
of 1/(μ-λ) as shown by the cumulative distribution function:
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(3.7)
Again, the waiting time becomes excessive as the arrival rate λ approaches the
average service-rate μ.
The waiting time in queue is given by Gross, Shortle, Thompson and Harris
(2008) as:

WQ (t )  1  e  (   ) t

(3.8)

and is plotted in figure 3.6 where μ=1, λ=0.8, and thus ρ=0.8.

Figure 3.6

CDF of the waiting time in system and queue.

CDF of the waiting time in system W(t) (left) and in queue WQ(t) (right)
Typically, more focus is placed on the time in queue rather than in the system,
since the waiting time is usually more directly related to the customer – once a customer
is in service, and the waiting is over, it somehow seems more tolerable.
The same information about the system is available from either L or W. It is easy
to find one from the other using Little’s Law, L = λ*W or LQ = λ*WQ. Little’s Law states
that the average number in queue equals the average arrival rate times the average time in
the queue. This paper uses the current number in queue (NQ), rather than the average of
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recent wait times (WQ) since, as described in Reinertsen (2009), it is easier to measure
and oftentimes more meaningful in industrial practice.
3.2.2.3

Server utilization
The server utilization (ρ) describes how busy the system is expected to be and, for

simple queueing models, is a commonly used measure. Since the average time and
average number expressions both have (1 - ρ) in the denominator, the performance of the
system is expected to deteriorate quickly as the utilization approaches one. For an M/M/1
system the average server utilization is the ratio of the arrival rate and service-rate, ρ=λ/μ.
For other systems, this ratio is called the “workload intensity” since it represents the
volume of arrivals to the nominal server capacity. But if the service-rate can be adjusted,
then the observed server utilization can be much different than λ/μ, even equal to one.
The concept of “utilization” must be redefined for adjustable-rate models.
For simple queueing models, the complement of server utilization is server idle
time or 1-ρ. In simulation models, observing the server idle time is a direct measure of
server utilization. For a 90% utilized system the server is expected to be idle 10% of the
time.
3.2.2.4

Number in queue time series
Visual observation of the number in queue time series provides rich information

about the system but is hard to quantify and compare, as seen in figure 3.7.

38

Figure 3.7

Number in queue time series.

From the time series view of three simulation replications with 80% utilization in
figure 3.7, the averages are the same. But it is hard to see that from the time series. An
obvious feature of the time series are the peaks, where the number in queue grows
substantially on occasion, before dropping back to the empty and idle state – where it
spends the predicted 20% of the time.
3.2.2.5

Number in queue histogram
From the number in queue time series, a histogram can be constructed by tallying

the amount of time the queue spent in each state (the queue state is the number in queue).
Rather than looking at the time series, like figure 3.8, the number in queue histogram in
figure 3.9 gives insights about the central tendency, spread, and shape of the distribution.
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Figure 3.8

Number in queue time series.

Figure 3.9

Number in queue histograms.

Both figures 3.8 and 3.9 show less variability, more of a central tendency, and less
idle time as the scenarios with rate-adjustment feedback are introduced. From a
simulation experiment, the histogram of the number in queue can be characterized and
quantified by its mean, variance or standard deviation, and skewness.
3.2.2.6

Number in queue distribution
From queueing theory, for an M/M/1 queue, the probability of having n items in

the system is given by p(n) = (1-ρ)ρn. That peak observed in figure 3.4 at NQ = 0 is
because there are two system states that have an empty queue – empty queue with server
busy, and empty queue with server idle. The number in queue histogram can be tallied in
the simulation model by keeping track of how much time is spent in each state.
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3.2.2.7

Average number in queue
From the histogram of the observed number in queue, NQ, the average number in

queue, LQ, can be calculated – either from the time series or from the histogram. LQ is a
time weighted average of NQ. Practically, it can be calculated by tallying the amount of
time the queue spends in each state (number in queue) and dividing by the total run time.
For the 80% utilized M/M/1 queue, the average number in queue is LQ = ρ2/(1-ρ) = 3.2.
Similarly, the expected number in the system is L= ρ/(1-ρ) =4.
3.2.2.8

Standard deviation (or variance) of the number in queue
The variance of the number in queue is calculated from the histogram, subtracting

the histogram bar heights from the calculated average, squaring the difference, and time
weighting the average. The standard deviation is simply the square root of the variance.
The standard deviation or variance of the number in queue gives an indication of how
much queue length variability is present in the system. For open-loop models, there is a
lot of variability of the number in the system. For an M/M/1 system, the standard
deviation for the number in the system is given by

(3.9)
and, for the 80% utilized M/M/1, the stdev(N) = 2.
3.2.2.9

Skewness of the number in queue
Skewness can be observed in the histogram. The long right tail of the distribution

corresponds to a high positive skew and indicates that the queue occasionally grows to
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quite a large value. For the M/M/1, the theoretical skewness of the number in the system
is given by

(3.10)
and, for the 80% utilized M/M/1, the SK(N) ≈ 2.
3.2.2.10

Autocorrelation of the number in queue

The number in queue for queueing systems is highly autocorrelated –as seen in
the time series plots like figure 3.8. This correlation should be considered when forming
sample statistics from the experimental results. Confidence intervals formed based on an
assumption of independent samples are not valid for highly autocorrelated data. Of
course, this arises from the nature of queueing systems. For a system with NQ currently
in queue, with the next event the queue can only grow or shrink by one. If a queue has
reached an extreme value of 5 times its mean, then many values near that peak will exist
in the data series, even if the series recovers back to its expected value quickly.
The autocorrelation is a source for management frustration with queueing
systems. With non-correlated random samples, the next sample after an extreme reading
might be back to the expected value again. However, not so with autocorrelated values
and consecutive extreme samples lead managers to adjust the server and get back to an
expected value quicker.
3.2.2.11

Maximum observed number in queue

The maximum observed number in queue (NQmax) for a simulation run can
provide some insight into the extreme behavior of the system, but as a performance
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measure it is highly sensitive to run length. It can be calculated simply from the
histogram or time series by keeping track of the largest observed number in queue.
3.2.2.12

Maximum observed waiting time

The maximum observed waiting time (WQmax) can also provide some insight, but
it is likewise highly sensitive to the simulation run length. It can be simply calculated by
keeping track of the largest observed waiting time as the customer enters service.
3.2.2.13

Simulation replication statistics

Each of these performance measures has an expected value, e.g., the long term
steady-state average number in queue for an M/M/1 system with a utilization of 90% is
expected to be LQ = 8.1. The observed average number in queue for a simulation
replication is a random variable with an expected value of 8.1, but the individual
independent replications will have a distribution of values around that expected value.
From a number of replications, the simulation software experimenter can provide an
estimate of the mean and a confidence interval for that estimate. Be aware that
performance measures that are highly skewed will also tend to have skewed (not
symmetrical) replication averages which may affect the accuracy of confidence intervals
based on a symmetrical t-distribution.
3.3

Why new measures are needed for closed-loop systems
When a rate-adjustment mechanism is added to a queueing system, the traditional

performance measures no longer provide the information needed to assess the system
performance. Utilization now takes on a different meaning, since the server can speed up
and slow down. In a closed-loop system, the server idle time may disappear entirely –
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impossible for stable open-loop systems. The average number in queue or average wait
time simply seeks the target value. Other measures, such as how much control effort was
expended, or how much variability remains in the system after the control is applied,
need to be added to capture the essential performance of the closed-loop system.
3.3.1

Types of systems
As described in Babin and Greenwood (2015a), the performance measures needed

are different for queueing system models based on their type – open-loop, adjustable-rate,
and target set-point models.


Open-loop models have no rate-adjustment mechanism (e.g., the simple
M/M/1 or G/G/1)



Adjustable-rate models have no specific target value for the number in
queue (e.g., a two-speed server model where the rate is increased when the
queue grows above some threshold, and decreased when it drops back
below a threshold)



Target set-point models have feedback control (e.g., the rate is adjusted up
or down based on the difference between the current number in queue and
a target number in queue).

The potential to use the average number in queue as a performance variable is
different for these three types of systems. For open-loop models, the observed average
number in queue (LQ) is a good performance measure – one of the standard measures for
such systems. For the fast/slow or two-speed models (such as those as described in Hillier
and Lieberman 2009) the observed average number in queue can still give good
information about the performance of the system. However, for the systems with a target
number in queue and a feedback based on that target, the queue length seeks that target
value, so the number in queue becomes an input rather than an output of the model.

44

The “target queue length” feedback systems are applicable in systems where
empty queues are also considered undesirable, because too much service has been
provided. They are also applicable when it is desirable to keep the server running and the
queue “pleasantly busy.” This feedback control, as shown in figure 3.10, seeks to model
management behavior, where the rate will be increased when the queue length grows, to
keep the service times under some service level expectation, and also where the rate will
be intentionally decreased as the queue length shrinks, to prevent the queue from
becoming empty and the server idle. It is the slowing to keep the queue pleasantly full
that changes the nature of these systems to the target-seeking feedback, and makes the
average number in queue inappropriate as a performance measure. The control effort
required to keep the queue near its target, and the variability remaining in the system after
the control effort is applied, become the more appropriate measures.

Figure 3.10

Controlled queueing system block diagram.

Figure 3.10 models the controlled queueing system in block diagram form typical
for controls analysis with negative feedback, as indicated by the minus sign on the
feedback signal. The target number in queue is the key input to the control system. The
difference between the current number in queue feedback and the target forms the error
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term. The error signal is then fed into the controller where the appropriate service-rate
adjustment is output to the system. In this model the service times still retain the
characteristic exponentially distributed service times, representing the variability in work
content, but they are multiplied by rate-adjustment that represents the adjustable speed of
the server. The arrival time distribution is a key part of the queueing system model, here
represented as a disturbance input. The queueing system will then generate a current
number in queue based on the previous arrivals and service times. The number in queue
is the key system output, and is sampled and fed back to the controller, making this a
feedback control system.
3.3.2

Practical example of closed-loop systems in production systems
A practical example of a closed-loop system in a make-to-order production

environment provides some insight into the need to change measurement systems and to
the overall research topic. A capacity model is used to understand the on-time shipping
performance of a high-performance production system based on the arrival-rate pattern
and selected staffing levels. Babin, Hamilton and Greenwood (2007) used the model to
first investigate adjustable service-rate models and to create more realistic models. The
typical open-loop performance measures described the server (machine or staff)
utilization, and the waiting and service times, which could be used to calculate the ontime shipping performance. However, operations management was interested in the
question, “with that level of arrivals and staffing, how much overtime must be worked to
meet the on-time shipping goal 98% of the time?” The model had to be changed to allow
staffing levels (service-rate) to be changed real-time based on the order backlog.
Management was not interested in the utilization (“of course everyone kept busy – we
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don’t pay them to stand around”) or average wait time – they were interested in how
much control effort (overtime) must be applied to meet the target. Importantly, the
overtime decisions are not fixed in advance – those decisions are key operations
management levers to react to the arrival (and service) variability during the simulation.
The new model thus becomes a closed-loop control system, with the important output
performance measure being the control effort (overtime) applied, and the variability
remaining after the control is applied (how much the remaining cycle time variability
affects the on-time shipping performance.)
Outside the simulation model are the staff heroics. Even when the simulation
model predicted failure to meet the on-time shipping goal, the operations management
still had some tricks to apply to meet the goal. Those heroics were beyond the scope of
the simulation model.
3.4

Performance measures for adjustable service-rate systems
When a rate-adjustment mechanism is added to a queueing system model, the

average number in queue now simply reflects the target value, the server appears to stay
busy, and the utilization approaches 100%. Additional measures from the queueing and
control fields are needed to know how the system is performing with the control applied.
This section will provide a discussion of seventeen potential measures that help
characterize the performance of a closed-loop system, and recommendations for which
measures are helpful for different applications.
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3.4.1

Performance measures available for closed-loop systems
Measures are selected that go beyond the open-loop queueing measures, looking

at the peak behavior of the number in queue and costs. Then measures from the control
systems field related to step response and stability are considered.
3.4.1.1

Sum of squared errors from the target number in queue, SSEtarget
Extending the concept of variance, the sum of squared errors from a target

number in queue (SSEtarget) contains information about how far the individual queue
states are from the average, and adds information about how far the average number in
queue is from the target number in queue. Similar to partitioning sum of squares in
analysis of variance, this measure is responsive to the total error. For systems with no
steady-state error (i.e., the average equals the target) it will be the same as the calculation
for variance. For systems that fail to achieve the target average, this measure will also be
responsive to that steady-state error.
The SSEtarget is calculated by a time-weighted summation of the difference
between the number in queue states and the target number in queue.
3.4.1.2

Peak events
There are a number of new performance measures related to the peak excursion

behavior of the number in queue time series that provide insight into how realistic the
simulations appear. What is it that makes these simulations seem realistic or not? Some
variability and randomness are expected in the number in queue time series. But in real
life, if the queue size grows too large, management responds to reduce it quickly by
speeding up the service time. Likewise, the system would be slowed, with slower process
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times, in response to a falling queue, so that there is not much time in the empty state. A
realistic system will exhibit some randomness, but also show the flexibility to adapt to
queue size fluctuations not allowing the peaks to grow too high or shrink too low
allowing too much idle time.
To define these new performance measures, figure 3.11 defines a peak event
trigger.

Figure 3.11

Trigger points define the peak events.

The upward trigger (+) defines when the peak event starts and the downward
trigger (-) defines when the peak event has fully recovered. The triggers are used to
count the number of unique peak events and calculate the average peak recovery time as
shown in figure 3.11.
The amount of time that the queue size spends in each of the fullness zones is
tallied, as shown in figure 3.12.
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Figure 3.12

Tallying the percentage of time spent in each fullness zone.

The fullness zones are defined as six thresholds of the number in queue. For
example, if the number in queue is below a threshold Z2, it is considered nearly empty.
If the number in queue exceeds a threshold Z6, the queue is considered to be in a peak
event – with a very high number in queue. The amount of time that the queue size spends
in each of the fullness zones is tallied, as shown in figure 3.12. For example the
percentage of time above the peak threshold Z6, here set at 2 times the expected value for
visualization, gives an indication of the extreme fullness of the queue. Likewise, the
percentage of time below Z2 gives an indication of how much time the system is nearly
empty.
3.4.1.3

Number of peak trigger events
Using the definition of peak trigger events above, and selecting an appropriate

trigger point (e.g., five times the expected average number in queue), the number of
unique trigger events can be counted for a simulation run length. This count of peak
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trigger events can then be compared for different system alternatives. If a feedback
strategy is effective at pre-empting the growth of the queue to such an extreme, by
starting to apply effective control effort as the queue starts to grow above its target value,
then the number of peak trigger events will be reduced. Since there is still considerable
arrival and service time variability present, the peak events may not be entirely
eliminated, but they will be reduced. The reduction in number of peak events gives
important information about the effectiveness of the control effort in reducing queue size
variability.
3.4.1.4

Average peak recovery time
Another important characteristic of feedback control systems is how quickly they

recover from disturbances. Peak events will occur as a natural result of the arrival and
service time variability (especially when using the highly-variable exponential
distribution), as well as when there are external disturbances (considered in a later
section). A realistic model that incorporates rate-adjustment will recover from the peak
much more quickly than the open-loop (which would also recover on its own if left
alone). Measuring how quickly, on average, the peak growth in queue size recovers back
to normal gives an indication of how realistically effective the control strategy is
performing.
3.4.1.5

Percentage of time above the peak threshold
In addition to counting how often the queue size rises above the peak threshold,

management might also be concerned with what percentage of time the queue spends
above that peak threshold. This can be tallied from the histogram or observed from the
51

time series. It is related to the upper percentiles of the number in queue distribution
which is reshaped by the rate-adjustment mechanism. The amount of time above the
threshold also gives an indication of the improvement offered by a control strategy. The
probability that the number in queue is below that threshold would correspond to the
probability that the waiting time would exceed an important service level – which could
measure the reliability of the process to deliver timely results.
3.4.1.6

Percentage of time nearly empty
Unlike open-loop systems that must spend some time empty (due to the needed

excess capacity for reasonable performance), closed-loop models can slow down to keep
the queue from emptying out. For an open-loop queueing system to be stable and to
provide realistic average performance, the utilization must not be above 80 or 90%. But,
forcing the server to be idle for 10 or 20 percent of the time is unrealistic in real systems.
Management somehow expects the system to perform like it is 80 percent utilized, but
almost never see the server idle. The percentage of time the queue is nearly empty is
another important performance measure to describe how realistic the model appears. The
lower boundary can be set at some important lower threshold – like 1 or 2 in queue.
Taken together, the peak and empty measures can communicate how “well
behaved” the queueing model seems. There is some variability still remaining, but only
rarely does the queue size vary outside these extremes and, when it does, it recovers
quickly. Those measures communicate much more clearly than just the average value,
and are easier to understand than the standard deviation of the number in queue.
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3.4.1.7

Amount of control effort applied & amount of variability remaining
after control is applied.
For closed-loop models, the amount of control effort applied and the amount of

variability remaining in the system after the control is applied, are important measures.
The variability is measured using the measures listed above – standard deviation, sum of
squared errors from target, or peak excursion measures. However, for our adjustable
service-rate models, the amount of control effort can be measured directly as the rateadjustment signal or by measuring the cost implications of this rate-adjustment.
3.4.1.8

Total cost = waiting time cost + service-rate cost
Total cost measures help balance the costs that occur from running too slowly

(extra waiting time costs) or from running too quickly (extra service-rate costs). Figure
3.13 shows how the elements of total cost trade-off when considering what fixed average
service-rate to provide for a given average arrival rate in an M/M/1 queueing system.

Figure 3.13

Total cost curve for an M/M/1 queue.
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The minimum value for total cost occurs where the slope of the waiting time costs equals
the fixed slope of the linear service-rate costs.
Adapted from Stidham (2010), the formulation for this simple total cost model is
shown for the M/M/1 model. With a mean arrival rate of λ, service-cost rate c (cost per
unit time per unit of service-rate), and waiting-cost rate h (cost per unit time per customer
in the system), the total cost per unit time, as a function of the service-rate, is expressed
as:
(3.11)
C(μ) is the total cost and L(μ) is average number in queue as a function of the
fixed service-rate μ. For the M/M/1 system, this cost becomes:

(3.12)
This total cost function, C(μ), is a minimum when the optimal service-rate is:

(3.13)
Therefore, the minimum cost occurs when a fixed average service-rate µ exceeds the
average arrival rate λ by an amount that depends on the square root of the ratio of the cost
factors.
3.4.1.9

Waiting time cost
Any growth in queue size results in longer waiting times for the customers

flowing through the system. Those waiting times have a cost that can be represented as h
times the waiting time for each customer in the system. Note that, to simplify the
expression for cost as a function of service-rate, this result uses the number in system
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rather than number in queue as the basis for the waiting-time cost. However, in a
simulation model the number in queue serves as the basis for the waiting-time cost since
it is more commonplace in practice to monitor and measure the number in queue and not
in the system.
In practice, the waiting time cost is often not quantified – though it should be.
Reinertsen (2009) argues that in a new product development environment, delaying a
new product to market can be very expensive. Earnings from the new product are not
simply delayed, they may be lost altogether if the delay causes the new product to miss
the most profitable part of the market window. He advocates calculating the cost of delay
for each project based on the reduced life cycle profits. Understanding the cost of delay
can help to prioritize competing projects, and to compare to the cost of providing
additional service, through contract services, for example.
3.4.1.10

Service-rate cost

Increasing the service-rate is typically not free – there is a cost associated with
providing an increased service-rate. The basic model assumes a linear cost function, with
a service cost equal to c times the selected service-rate. In the linear model, service can
be added with perfect linearity (e.g., a 10% increase in service-rate is accomplished with
a 10% increase in service cost).
3.4.1.11

Switching costs

In some cases, there is a cost for changing the service-rate – a switching cost.
Models that include a switching cost tend to perform better (lower total cost) if the rate is
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not changed very often. With no switching cost, there is no penalty for changing the rate
as often as needed – before every service event even.
Controls with some hysteresis (stickiness) tend to perform better when there are
switching costs included, as described in Kitaev & Serfozo (1999) and in Bernardo
(1992). Switching costs are considered for future research.
3.4.1.12

Rate penalty

More often, there is a penalty for operating at a rate other than the nominal rate.
For example, if the staff is required to work overtime hours, there is a premium paid in
addition to the standard hourly rate. Or, if an outsourced vendor is used to increase
capacity temporarily, it usually has a higher cost. A quadratic rate penalty function is a
simple model that can fit to three points and is shown in figure 3.14.

Figure 3.14

Quadratic service-rate cost penalty function.
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In the quadratic service-rate cost function, the rate multiplier penalty is
constructed by fitting a parabola to three points: (1) the nominal queue size and servicerate (Q0, R0), (2) the maximum rate penalty and corresponding queue size (Qmax, Pmax),
and (3) the minimum rate penalty and corresponding queue size (Qmin, Pmin). The rate
penalty is scaled based on a model parameter, and is tallied and measured during the
simulation run.
3.4.1.13

Step-response measures – rise time, settling time, steady-state error,
percent overshoot

Feedback systems have the advantage that they can automatically adapt to input
changes or disturbances. For example, if the arrival rate changes as a step function, an
open-loop system cannot adapt to the change. Measuring how quickly and effectively the
closed-loop system responds to step changes provides important information about the
performance of the control system, as shown in figure 3.15, the typical unit step response.

Figure 3.15

Step response measures for a classical control system.

The step response measures tR, tS, eSS, and p.o., for a classical control system
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The typical system step response measures are


tR = rise time = how long it takes the system to rise to 90% of a new
steady-state value



tS = settling time = how long it takes the system to settle within 90% of a
new value



eSS = steady-state error = long term steady-state average error for large k



p.o. = percent overshoot = how much the system response overshoots a
new steady-state value

which are described in the following sections.
3.4.1.13.1

Rise time

The rise time (tR) measures how long it takes the system to react to an input step
change, as shown in figure 3.15. The rise time is typically measured as the time from the
input change to when the system has reached 90% of its new steady-state value. A fast
rise time is desirable but results in more overshoot and longer settling time.
3.4.1.13.2

Settling time

The settling time (tS) measures how quickly the system settles down to its new
steady-state value. A system with little oscillation will settle more quickly but might also
have slower rise time, as shown in figure 3.15.
3.4.1.13.3

Steady-state error

The steady-state error (eSS) measures how much difference remains from the
target once the system reaches it new steady-state level and oscillation have decayed, as
shown in figure 3.15. Here the error e(k) is defined as the difference between the current
number in queue at the kth arrival, NQ(k), and the target number in queue, Q0, or:
e(k) = error term for the kth server arrival = Q0 – NQ(k)
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(3.14)

3.4.1.13.4

Percent overshoot

The percent overshoot (p.o.) measures how much the system response increases
past its new steady-state, before the oscillations decay out, as shown in figure 3.15. A
faster rise time can sometimes result in a significant overshoot, which can be undesirable.
There is usually a controller tuning tradeoff between rise time, overshoot, and settling
time. Typically a system that rises quickly, without too much overshoot, and a reasonable
settling time, and small steady-state error, is desirable.
However, the clean step response in figure 3.15 is not typical in queueing
systems. Figure 3.16 shows the number in queue time series as the system adapts to a step
change doubling the arrival rate midway through a simulation.

Figure 3.16

Step response of a queueing system.

Notice the large amount of autocorrelated “noise” on the response variable in
figure 3.16, moving significantly above and below the expected level for each stage. The
steady-state error is well defined, but the rise time, settling time, and overshoot are
difficult to see without some filtering of the response variable.
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3.4.1.14

Control effort time series plot

The feedback control results in a control signal, in this case a rate-adjustment
multiplier. A time series plot of the control effort, such as figure 3.17, can provide insight
into the behavior of the system, especially in response to a step change in the input signal.

Figure 3.17

Time series plot of the control effort.

Time series plot of the control effort (service-rate adjustment factor) to a step increase in
arrival rate.
The time series plot of the service-rate adjustment in figure 3.17 shows that the
average rate-adjustment reacts to the step change in arrival rate, with some variability
above and below the new stage averages.
3.4.1.15

Robustness (insensitivity to changes in arrival rate or disturbances)

Generally, a control system can also be evaluated based on how insensitive it is to
changes in its environment (i.e., how robust it is). For example, a control strategy might
perform very well under the assumed conditions, but could lead to quite poor results if an
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input was even slightly off. For example, the proportional controller works well if the
arrival rate matches the designed value, but cannot keep up with changes in arrival rate.
3.4.1.16

Stability

Stability margin is the amount that the gain can be increased before the system
becomes unstable and is important in the design of feedback control. Stability margin is
an important consideration for feedback control system design – to determine how much
room there is to increase the control effort before the system becomes unstable and
begins to oscillate. A problem inherent with closed-loop systems is the annoying ability
to turn a system unstable. If the feedback signal adds to the deviation instead of
cancelling it, a positive feedback situation – like that of a microphone and public address
system – can result. The example shown in figure 3.18 illustrates how the controller
output can become unstable with unfortunate selection of controller gain settings.

Figure 3.18

Control output.

Control output showing a stable (left panel) and unstable (right panel) behavior.
For this example, with a derivative gain of Kd=0.5, the rate-adjustment oscillates
between the upper and lower limits, illustrating a kind of instability. A control theoretic
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approach in future research could consider the stability margin – answering how much
could the controller gain be increased before an oscillation starts to occur.
3.4.1.17

Relative reduction in variability of the departure events

Another helpful aspect of the adjustable-rate system is that the server departure
times have less variability than the arrivals – which are assumed to be exponentially
distributed. This variability reduction makes the downstream queues perform better –
and the overall system perform better, as well. This feature makes controlled queues
especially helpful when used in a network of queues typical in a complex production
system. Quantifying the impact of this reduction is left as a future research topic.
3.4.2

Recommended performance measures
As a result of this research, a variety of performance measures are available based

on the simulation and control objectives. A summary of the measures is shown in Table
3.1, and illustrated with experimental comparisons in the following section.
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Table 3.1

Recommended performance measures.

Type of System
Open-Loop
Queueing
Proportional
Control (linear
feedback)
Adjustable ServiceRate considering
waiting-time and
service-rate costs.
Truncated
exponential with
rate-adjustment.

PID control

3.5

Objective
Understand how the
selected fixed servicerate will perform.
Seek target number in
queue, reduce variability.

Measures
ρ, LQ, WQ

Comments
M/M/1 and G/G/1
approximations.

σ, SSEtarget,

Determine service-rate
adjustment strategy that
has the lowest total cost.

Total cost, waiting time
cost, service-rate cost.

How much variability
remains after the
control is applied?
What is the cost impact
of varying the servicerate?

How does bounding the
service time distribution
help reduce peaks?

Number of peak events,
Qmax, average peak
recovery time,
percentage of time in
peak zone, percentage of
time nearly empty.

How does the system
respond to step changes
in arrival rate?

Step response: steadystate error, SSEtarget,

Extreme queue size is
reduced by truncating
the exponential, but
only with rateadjustment does the
model respond like it
would in real a system.
A more advanced
controller is needed to
react to the input
changes in a realistic
manner.

Experimental results
Simulation experimental results illustrate the differences in the performance

measures depending on the control structure. A discrete event simulation model was
developed to consider different control strategies, arrival conditions, and performance
measures. For example, an experiment showed that proportional control worked well for
stationary arrival-rate processes, but could not effectively manage a step change in the
arrival rate.
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3.5.1

Proportional control (linear rate-adjustment feedback)
A series of simulation experiments was performed by Babin and Greenwood

(2015a) using proportional control and shows that the variance in the number in queue is
a good performance measure for linear rate-adjustment feedback systems. Using a 90%
utilization M/M/1 queuing system with a fixed average rate, four other proportional gains
were tested: little, mild, moderate, and aggressive, as shown in figure 3.19. Proportional
gain refers to the slope of the rate-adjustment as a function of the difference from the
current error – the number in queue minus the target. A steeper slope has a higher gain
and more aggressively adjusts the service-rate for a given error. In figure 3.19, if the
number in queue doubles to 16 from the expected number in queue of 8, then a moderate
rate-adjustment would adjust the service-rate by 1.5.

Figure 3.19

Various levels of proportional gain.

Various levels of proportional gain (rate multiplier slope) for M/M/1, p=0.90.
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Figure 3.20 shows the average number in queue for five control scenarios.

Figure 3.20

Average number in queue for various levels of proportional gain.

Figure 3.20 shows that as the rate-adjustment gain is increased, the average
number in queue does not change significantly from its expected value of 8.1. The
average number in queue, LQ, is not responsive to this control adjustment, and hence is
no longer a helpful performance measure for the system. LQ simply approaches the target
value as expected.
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Figure 3.21 shows the average utilization for the five adjustment scenarios.

Figure 3.21

Average server utilization for various levels of proportional gain.

The figure shows that, as the gain is increased, the server utilization increases
from its open-loop expected value of 90% to close to 100% for the aggressive adjustment
scenario. But, this aggressively adjusted system still performs like a 90% utilized system
with regard to the average number in queue and wait times. That is the benefit of rateadjustment – the rate slows in response to low queue levels to keep the server busy, and
speeds in response to high queue levels to keep the wait times low. Utilization here has a
different meaning than for an open-loop queueing system, where the utilization can never
get close to 100% with reasonable performance. Utilization is still an accurate measure of
the server idle time (nearly eliminated) but does not indicate how much spare capacity the
server contains. Utilization is no longer meaningful to provide the characteristic
denominator 1/(1-ρ) – so familiar in queueing systems. Figure 3.22 shows the standard
deviation of the number in queue.
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Figure 3.22

Standard deviation of number in queue.

Standard deviation of number in queue for various levels of proportional gain.
Figure 3.22 shows that the standard deviation of the number in queue decreases as
the control is increased. The amount of variability remaining after the control effort is
applied is a good fundamental measure for closed-loop queueing systems.
Figure 3.23 shows the sum-of-squared errors from the target number in queue.

Figure 3.23

SSE from target number in queue.

SSE from target number in queue for various levels of proportional gain.
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Figure 3.23 shows that the sum-of-squared errors from the target number in queue
(SSEtarget) also provides a good measure of the variability remaining after the control is
applied. The benefit of using SSEtarget instead of variance or standard deviation is that it
also contains information about the steady-state error, if any exists. For example, if the
queue stabilized around a new average value different from the target, the standard
deviation would be low but the SSEtarget would reflect this steady-state error condition.
For the example in figure 3.23, there was no steady-state error, so both measures provide
the same information.
3.5.2

Total cost models
Building on the open-loop and linear-rate feedback, cost elements are added to the

model. A series of experiments detailed in Babin and Greenwood (2015b) shows that
measuring the waiting-time and service-rate costs captures an important element of
system performance. If there is no cost to providing additional service, then doing so
reduces the waiting-time costs and lowers the total cost. Figure 3.24 shows the total cost
for various fixed average service-rates.

Figure 3.24

Total cost for various fixed service-rates.

Total cost for various fixed service-rates (expressed in terms of server utilization).
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An M/M/1 model is used for comparison, with cost parameters selected so that
80% utilization provides the optimal cost (i.e., λ = 0.1, h = 1, c = 160). Figure 3.24
shows the total cost for various fixed average service-rates and confirms that total costs
are lowest when the utilization is fixed at 80%. Lower utilizations have a higher service
cost than optimal; likewise, higher utilizations have longer waiting time costs than
optimal (and much more variability as well).
With rate-adjustment a lower total cost can be achieved. Figure 3.25 shows the
improvement in total cost for five levels of rate-adjustment.

Figure 3.25

Total cost with no rate-change cost penalty.

Total cost with various levels of rate-adjustment, no rate-change cost penalty.
Now using an M/M/1 model with 80% utilization, and cost parameters h and c
selected so that 80% is the optimal fixed service-rate, figure 3.25 shows the improvement
in total cost for various levels of rate-adjustment. In this model there is no rate penalty
(cost is the same at all rates), e.g., no overtime cost, so the more rate-adjustment that is
applied, the lower the total cost becomes. If there is no penalty for adjusting the servicerate, then the conclusion is to adjust aggressively.
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However, there often is a penalty for adjusting the service-rate. Figure 3.26 shows
the effect of including a quadratic rate-adjustment penalty.

Figure 3.26

Quadratic rate-adjustment function.

In this case, the service-rate can be adjusted within the range 0.5 to 1.5 times the
nominal rate for mild adjustment. But when the rate is adjusted to 1.5 times its nominal
rate, the rate penalty increases the cost to 2 times the nominal service cost – so an
overtime premium applies. Likewise, when the rate is adjusted down to 0.5 times the
nominal rate, the cost is only reduced by 0.75, so all of the cost savings are not realized.
With this quadratic rate penalty function, there is a penalty for running the system at its
extremes, so a more moderate rate-adjustment scenario provides the lower total cost, as
shown in figure 3.27.
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Figure 3.27

Total cost with a quadratic rate-adjustment penalty.

Total cost for five levels of rate-adjustment with a quadratic rate-adjustment penalty.
With the penalized service cost function, the mild adjustment scenario provides
the lowest total cost, as shown in figure 3.27. The fixed rate scenario started with the
optimal fixed rate for an M/M/1 given those cost parameters. A mild amount of
adjustment provides the lowest total cost. Increasing the gain to the most aggressive rateadjustment makes the target number in queue better, but at a higher total cost.
3.5.3

Truncated exponential modeling
Returning to the open-loop and linear-rate feedback system, a different modelling

approach could be to make the model more realistic by reducing the variability of the
inter-arrival time and service-time distributions. Simple M/M/1 queueing models predict
much more variability of number in queue than seen in the real system. Babin and
Greenwood (2015d) investigate the effect of reducing variability in the model by
truncating the service and inter-arrival time exponential distributions at 3 times the mean,
as shown in figure 3.28.
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Figure 3.28

Exponential distribution truncated at 3 times the mean.

To investigate the effect of using a truncated exponential, the peak excursion
measures best capture those differences. The peak excursion measures respond to the
high variability and autocorrelation of uncompensated systems, and illustrate the benefits
of closed-loop control, as shown in figures 3.29 to 3.34. Figure 3.29 shows a
representative time series for the number in queue for four scenarios.
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Figure 3.29

Time series of number in queue for four scenarios.

The time series for a single replication shown in figure 3.29 illustrates the impact
of the four control scenarios. The upper left panel is the 80% utilization M/M/1 baseline
performance (scenario MM1 80). The lower left panel of figure 3.29 shows the results
when truncating both the arrival and service time distributions at three times their mean
(scenario T A3 S3). The upper right panel of figure 3.29 shows the effect of applying an
adjustable rate control with mild proportional gain (scenario VR mild). Finally, the lower
right panel of figure 3.29 shows the effect of combining exponential truncation at 3 times
the mean along with mild proportional gain (scenario T=3 and VR mild).
Rather than looking at a time series of a single replication, figure 3.30 shows the
variability remaining in the system after the control is applied by plotting the standard
deviation of the number in queue for 30 replications and compares the performance
measure for the four control scenarios, again M/M/1 80, T A3 S3, VR mild, and T=3 and
VR mild.
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Figure 3.30

Standard deviation of number in queue for four scenarios.

The comparison to the baseline M/M/1 with 80% utilization in the far left
scenario of figure 3.30 shows the variability remaining in the system after the control is
applied in the other scenarios. Truncating the distributions significantly reduces the
standard deviation of the number in queue. Including the rate-adjustment reduces the
variability even further.
In each of the scenarios, the remaining variability will cause the queue to
occasionally grow. Figure 3.31 shows a comparison of the queue maximum contents for
the four scenarios.

Figure 3.31

Queue maximum contents for four scenarios.
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The maximum number in queue for a simulation replication responds to the
control scenarios as shown in figure 3.31. Truncation alone still allows the queue to
occasionally grow quite high, as reflected in the Qmax measure reaching above 20.
Rather than counting the single maximum value for a simulation replication
though, which is very sensitive to the run length, another measure counting the number of
times the queue rises above a threshold level is used. Figure 3.32 shows a comparison of
the number of peak trigger events performance measure for the four scenarios.

Figure 3.32

Number of peak trigger events for four scenarios.

With the peak trigger set to five times the expected number in queue, there are, on
average 12 peak events for the baseline M/M/1 queue with 80% utilization. Truncating
the arrival and service time distributions reduced the number of peak events to 4 per
replication. The mild rate-adjustment reduced the average number of peak events to 2.
Combining both approaches even further reduced this performance measure to near zero.
Since the number of peak events changed significantly between the scenarios, this
performance measure is more responsive to the control strategy.
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Beyond the number of peak events, it is also helpful to look at how quickly the
system responds to the occasional peaks. Figure 3.33 shows the average peak recovery
time performance measure for the four scenarios.

Figure 3.33

Average peak recovery time.

The reduction of average peak recovery time shown in figure 3.33 shows that
peak recovery time responds well to the rate-adjustment control, especially when
combined with the truncation. Simply truncating the distributions does not help the
system recover more quickly from the occasional peak event. Adding a rate variation
does help speed the recovery, by directly increasing the service-rate when the number in
queue is too high.
Figure 3.34 shows a comparison of the percentage of time the number in queue
was in the zone above the peak threshold, here labeled as “Zone 6.”

76

Figure 3.34

Percentage of time above the peak threshold.

The Zone 6 threshold was set to 5 times the expected value in the scenarios shown
in figure 3.34. In practice, with management controls in place, one would expect very few
peak events, and there should not be much time in Zone 6 where the number in queue
exceeds the peak threshold.
Overall, the new peak excursion performance measures do a good job
discriminating between the scenarios. Peak measures show that simply using truncated
exponential distributions do not eliminate the peaks. To create more realistic simulations,
the peak excursion behavior should be representative of what is reasonable to expect
from the real system.
3.5.4

PID control models – automatically adapting to arrival-rate changes
The controller shown previously in figure 3.1 has the task of calculating the rate-

adjustment based on the error – the difference between the target and current number in
queue. Proportional integral derivative (PID) controllers form the control output based
on three terms – one term proportional to the current error, one term integrating the
cumulative error, and one term based on the rate of change. Building on the proportional
control model, the system performance in the presence of disturbances (a step change in
77

the arrival rate) is investigated in Babin and Greenwood (2015c). A PID controller is
used with an integral term to reduce the steady-state error in the presence of disturbances,
as shown in figure 3.35. To properly evaluate the disturbance reaction, step-response
measures are introduced.

Figure 3.35

PID control block diagram.

As shown in figure 3.35, with PID control, the feedback signal to adjust the
service-rate is based on the error – the difference between the target and current number
in queue. One controller term is proportional to the current error, one term is an
accumulation of the area under the error-time curve, and one term is related to the rate of
change of the error.
The system response to a step change in the arrival rate demonstrates the value of
adding the integral term to make the system more realistic. Figure 3.36 shows the
response of the system to the step change in arrivals occurring midway through the
simulation.
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Figure 3.36

Step response with only proportional gain.

The system response (number in queue) is shown in the left panel and control
output (rate-adjustment) is shown in the right panel. After the step change in arrival rate
midway through the simulation, with the proportional-only controller, the system
responds and stabilizes, but well away from the target number in queue of 8. This steadystate error would not allow the system to perform as expected with reasonable cycle
times. Management would not allow the average number in queue to grow from the target
of 8 to this new value of 35 because of the negative impact on the system cycle time
performance.
Figure 3.37 shows how adding the integral term to the controller improves the
steady-state error in the number in queue by increasing the control output to drive the
steady-state error to zero.
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Figure 3.37

Step response with PI controller adding an integral gain Ki=0.05.

The system response (number in queue) is shown in the left panel and control
output (rate-adjustment) is shown in the right panel. After the step change in arrival rate
midway through the simulation, the PI output rises to a level adequate to drive the
average number in queue down to 8, the target value. Keeping the average number in
queue close to the target allows the system to meet the cycle time expectations. If the
number in queue were allowed to rise, as in figure 3.36, then the cycle times would be
extended.
3.6

Management implications
Simulation can be a powerful tool to understand the capacity and potential

capability of a production system. Including a service-rate adjustment mechanism in a
simulation model can help it perform more like the real system, especially if there is a
mechanism to speed up the server if the queue is “too full” and slow down the system if
the queue is “too empty.” Service-rate adjustment is easy to add to a simulation model,
but the performance measures must change.

80

When service-rate adjustment is added to a simulation model, new performance
measures are needed. The traditional queueing system measures of average number in
queue and server utilization must be augmented with measures of the control effort and
variability of the number in queue after the control effort is applied. A total cost view
helps to balance the waiting time costs and service costs, if the rate parameters can be
estimated. Measures to characterize the peak excursions of the number in queue also
capture an important aspect of the system. To evaluate the impact of disturbances or step
changes in the inputs, step-response measures should also be included.
Adjusting the service-rate based on feedback from the current number in queue
can provide a more accurate model, since that is what happens in many real systems. In
operations management, the service-rate can be adjusted by adding service capacity, e.g.,
by working additional overtime hours. Knowing when to activate those additional
resources can help make the system more stable and give better performance.
Overreacting to the variability in a queueing system can make the system
performance worse. It is helpful to keep in mind the variability inherent in the arrival
processes and service processes, and to make decisions about rate changes with a longterm view. There are costs associated with making rate-adjustments, so they should not
be overused. Sometimes, it is better to leave things alone – to recover on their own. The
highly autocorrelated time series for the number in queue make some common cause
variation look like special cause variation – so be aware.
3.7

Conclusions and future research
When a rate-adjustment mechanism is added to a simulation model, the

performance measures must change. Performance measures should be chosen to reflect
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the control effort and variability remaining in the system after the control is applied.
Also, performance measures that capture the nature of the variability, beyond just the
average value, are required.
Future research could include optimal control algorithms, to move from
descriptive simulation models to ones that provide some advice on control settings.
Optimal control is beyond the scope of this research.
Control of systems with a high amount of autocorrelation in the response variable
pose a challenge beyond stochastic systems with uncorrelated noise signals. Additional
performance measures could be investigated to describe succinctly the autocorrelation
present in the resulting controlled system.
Stability margin is the amount that the amplifier gain can be increased before the
system becomes unstable and is important in the design of feedback control. For
controlled queueing models, a control theoretic investigation of the phase and gain
margin could be pursued.
Networks of queues would also benefit from the smoothing impact of service-rate
control on the upstream queues. Future research could quantify the reduction in interdeparture times as applied to queue networks encountered in typical production systems.
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CHAPTER IV
SIMULATING ADJUSTABLE SERVICE-RATE QUEUEING SYSTEMS
4.1

Introduction
Many real queueing systems include a feedback mechanism to adjust the service-

rate, based on the amount of work in queue, to achieve a target performance level. Simple
queueing theory models do not address this real-time service-rate adjustment mechanism,
though it is easy to include in a discrete event simulation model. Previous papers
explored the performance measures needed for adjustable service-rate queueing
simulation models. This paper describes how service-rate adjustment can be
implemented in discrete event simulation models to better represent real system behavior,
i.e., it uses a rate-adjustment mechanism. Emphasis is on the application and usefulness
of the approach, with examples and results included to illustrate the concepts.
4.1.1

Background
In many real-life queueing systems, a feedback mechanism can temporarily adjust

the service-rate based on the current number of items in queue. Simple queueing models,
like the M/M/1 or G/G/k, do not capture this system behavior which can lead to
simulation results that are not representative with regard to the extremes in the number in
queue, even if they closely match the average performance.
With simple queueing models, like a 90% utilized M/M/1 system, the number in
queue often grows significantly past the expected value of 8.1, reaching five or more
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times that value on occasion, before it drops below the average value, and then on to zero
where the system spends 10% of its time empty and idle. In most production systems, if
the number of customers in queue grows to this extreme, action would be taken –
temporarily speeding up the service-rate until the queue got back to normal.
For example, for a 90% utilized M/M/1 model, the expected number in queue is
8.1. If the target number in queue is set to 8 (the closest integer value), and “moderate” or
“aggressive” service-rate adjustment gain is selected, as shown in figure 4.1, then the
average number in queue stays the same, but the peaks are reduced and the idle time is
eliminated.

Figure 4.1

Number in queue time series.

Number in queue for (a) no control (fixed average rate), (b) modest proportional gain,
and (c) aggressive proportional gain (90% utilized M/M/1).
4.1.2

Organization of this paper
The remainder of this paper is organized as follows. Section 4.2 reviews the

performance measures required to compare open-loop and closed-loop systems. Section
4.3 provides some modeling constructs and relates those models to mechanisms in the
target systems. Section 4.4 describes one simulation modeling approach, and illustrates
the performance differences with some experimental results. Section 4.5 lists some
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suggestions for developing realistic adjustable service-rate models. Finally, section 4.6
provides some conclusions and recommendations for future research.
4.2
4.2.1

Review of performance measures for adjustable service-rate systems
Service-rate adjustment mechanisms
Several types of service-rate adjustment mechanisms are described in this section.

A system’s performance is much different between open-loop and closed-loop queueing
models. Figure 4.2 shows how an open-loop queue system is modified, closing the loop
with a feedback from the observed number in queue to adjust the service-rate.

Figure 4.2

Controlled queueing system model.

As described in Babin and Greenwood (2015a), different performance measures
are needed for different types of queueing systems: open-loop, two-speed, and adjustable
service-rate target set-point.


Open-loop – no rate-adjustment mechanism (e.g., the simple M/M/1 or
G/G/k)



Two-speed models have no specific target value for the number in queue,
(e.g., in a two-speed service model the average service-rate is increased
when the queue grows above some threshold and decreased when the
queue length drops back below that threshold)
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4.2.1.1

Target set-point models with feedback control (e.g., the service-rate is
adjusted up or down based on the difference between the current number
in queue and a target number in queue).

Open-loop systems
For open-loop models, the observed average number in queue, LQ, is a good

performance measure – one of the standard measures for such systems. For example, LQ
= ρ2/(1- ρ) for M/M/1.
4.2.1.2

Two-speed systems
For the fast/slow or two-speed models such as those as described in Gross (2008),

the observed average number in queue can still provide good information about the
performance of the system. The average number in queue is reduced by speeding up
when needed. While there is no “target” queue size, lower is better.
4.2.1.3

Target queue length systems
For systems with a target number in queue and a feedback signal based on that

target, the queue length seeks that target value. Therefore, the number in queue becomes
a model input rather than an output. The “target queue length” feedback systems are
applicable in systems where empty queues are also considered undesirable, because too
much service is being provided. They are also applicable when it is desirable to keep the
server busy and the queue “pleasantly full.” This feedback control, as shown in figure
4.1, seeks to model management behavior, where the rate is increased when the queue
length grows, to keep customer wait times under some service-level expectation. Also,
the rate is intentionally decreased as the queue length shrinks, to prevent the queue from
becoming empty and the server idle. It is the slowing to keep the queue pleasantly full
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that changes the nature of these systems to the target-seeking feedback type, and makes
the average number in queue inappropriate as a performance measure. The average
number in queue in these systems seeks a target value and lower is not necessarily better.
The control effort required to keep the queue near its target, and the variability remaining
in the system after the control effort is applied, become the more appropriate measures.
4.2.2

Methods to adjust the service-rate
There are several mechanisms that can increase or decrease the service-rate based

on the backlog or number in queue. Some rate-adjustment mechanisms are planned
responses by operations management (such as arranging outsourced partners), and others
are more insidious (such as slowing down just a little to make the remaining work in
queue last until quitting time). Some mechanisms that might exist to speed up (or slow
down) the service-rate include:


Increasing (or decreasing) machine speed directly, with possible energy
cost impact



Improving (or degrading) the process thoroughness, with possible quality
cost impact



Adding (or removing) spare machines, with possible productivity impact



Adding (or shedding) operators from other departments or from outside –
possibly with an efficiency premium if cross-training is an issue



Extending the work day with overtime, with an overtime premium cost



Shortening the work day by sending operators home early, or using this
time for training, meetings, maintenance, etc., with some direct/indirect
labor costs



Outsourcing (or insourcing),with some market premium impacts



Applying discretionary effort, just moving a little faster (or slower) to
smooth things out
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There are several possible ways to model this rate-adjustment mechanism in
discrete event simulation models. These include:


Adjusting the capacity of a single server



Changing the number of active servers by controlling the admission rules



Managing the number of available servers or resources in a shared
resource pool by adjusting number available



Changing shift schedules to modify the working hours per day



Adjusting the average service-rate of a single server

For this research, a single server with adjustable average service-rate is used, a
conceptually simple approach. The effective service-rate adjustment can be considered
the high-level rate-adjustment, no matter the underlying mechanism. The rate variation in
the real system can be approximated with this processing rate-adjustment. The object
flow diagram for this simulation model is shown in figure 4.3.

Figure 4.3

Controlled queueing simulation model object flow diagram.
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In this model, customers arrive according to a Poisson process with an average
arrival rate of λ, wait in turn in an infinite capacity queue, where the number in queue is
observed, and flow to the single server, where their processing rate is adjusted based on
queue length. Exponentially distributed service times with a mean of 1/μ model the
service variability. The service time for each customer is adjusted by multiplying the
sampled exponential time (representing the work content variation) by the rateadjustment factor determined by the controller. Once processed, the order exits the
system. Performance measures for the queue and server are collected and summarized at
the end of each simulation replication.
4.2.3

Performance measures for adjustable service-rate systems
For a traditional open-loop queueing system, the customary performance

measures are the server utilization ρ, the average time in queue WQ, average time in the
system W, average number in queue LQ, and average number in the system L. However,
when a service-rate adjustment mechanism is added to the model, new performance
measures are required.
Figures 4.4 and 4.5 from Babin and Greenwood (2015a) illustrate that average
number in queue is not a meaningful performance measure to compare the performance
of open- and closed-loop systems. All three of these very different systems have the same
average number in queue.
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Figure 4.4

Number in queue time series.

Figure 4.5

Number in queue histograms.

The three scenarios shown in figures 4.4 and 4.5 compare a single simulation
replication using the same random number streams. Comparing the performance of the
90% utilized M/M/1 queue in the left panel, to the adjustable-rate scenarios in the middle
and right panels, all three have the same average number in queue, LQ = 8.1 (no
significant difference).
Three important categories of performance measures are recommended by Babin
and Greenwood (2015) for closed-loop adjustable service-rate queueing systems: control
effort applied, variability remaining, and peak excursion behavior. These three measures
are responsive to the types of control scenarios investigated.
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4.2.3.1

Measures of control effort applied
For closed-loop systems, some measure of the control effort applied should be

included. One possibility is to track the rate-adjustment time series, and to observe the
control signal output. Observing the control signal is also helpful to diagnose any
instability in the control output. Figure 4.6 shows an example where the controller
settings resulted in unstable performance, with the rate-adjustment swinging wildly
between its maximum and minimum values – hardly a desirable situation, even if it does
result in good queue performance.

Figure 4.6

Stable controller output.

Stable controller output (left panel) versus an unstable controller output (right panel).
Plotting the service-rate adjustment time series provides an idea of the control
effort applied – by directly monitoring the rate-adjustments. In many cases there is also a
cost implication for changing the service-rate – an increased cost for providing an
increased service-rate and a cost savings for allowing the service-rate to slow. Another
approach to measure the control effort is to tally the service-rate related costs. The total
cost models for adjustable service-rate systems are described in Babin and Greenwood
(2015b), where an adjustable service-rate is shown to outperform a fixed service-rate.
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The service-rate costs could also consider a penalty for running at a rate above or below
the target (nominal) rate – for example an overtime premium for running at a rate higher
than normal, and an under-rate efficiency penalty for running more slowly, as shown in
figure 4.7.

Figure 4.7

Rate-adjustment penalty.

In a simulation model, rate-adjustment related costs are accumulated and tallied
by examining a rate-adjustment history table, as shown in table 4.1.
Table 4.1

Rate-adjustment history table.
k
1
2
3
4

time(k)
0
100
200
300

NQ(k)
3
4
5
6

Radj(k)
1.00
1.08
1.17
1.25

Δt
100
100
100
.

c
160
160
160
160

cost
16,000
17,333
18,667
.

Each time the service-rate is adjusted at event k, a new table entry is added. The
information includes the starting time for the rate change, t(k), the number in queue,
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NQ(k), the calculated rate-adjustment, Radj(k), and the calculated rate cost including
penalty. For example, the fourth rate-adjustment occurred at t(4)=300 hours, when there
were NQ (4)=6 in queue, resulting in a new rate-adjustment of Radj (4)=1.25. With that
fourth rate change, the time in state for the previous state Δt(3)=100 hours, so with a cost
per unit of service-rate of c=$160/unit rate/hour, the extended cost for state 3 is
1.17*100*160 = $18,667. At the end of the simulation replication, the table is tallied and
the total service cost elements are calculated. A running total could also be used, but the
service-rate adjustment table is also useful for plotting the time series of the rateadjustment history, by exporting the table to a charting tool.
4.2.3.2

Measures of variability remaining
In a closed-loop adjustable service-rate queueing system, there is still

considerable variability in the number in queue time series centered on the target value.
If the rate-adjustment function is effective, then the steady-state error is small (i.e., the
average number in queue is close to the target number in queue, LQ ≈ Q0). Because the
model still considers exponentially distributed inter-arrival times and service times (with
a rate-adjusted average), there will be variability remaining. Two direct measures of the
variability remaining in the number in queue time series are suggested – the standard
deviation of the number in queue, SD(NQ), and the sum-of-squared errors from the target,
SSEtarget. Both of these measures can be calculated from the number in queue histogram
table, by time weighting the accumulated squared error terms.
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4.2.3.3

Measures of peak excursion behavior
Closed-loop adjustable service-rate queueing systems should also include some

measure of the resulting peak excursion behavior of the number in queue time series. It is
these “peaks” in the number in queue that make the open-loop systems so unrealistic. If a
system encounters a random pattern of many closely-spaced arrivals and several long
service times – which is fully expected in an M/M/1 system – then the resulting peak in
number in queue would trigger some management action. Even though we know that the
number in queue will return on its own to the empty and idle state, management will react
to the peak number in queue and take measures to bring it back down quickly and not let
it get even higher. Some measure of this peak excursion behavior is sensitive to the
controller effectiveness. Comparing the number of peak events over a replication, the
average peak recovery time, or the amount of time spent above a peak threshold each
provide information about peak behavior.
Calculating the peak behavior first requires detecting unique peaks, with a simple
state machine with two states – awaiting_upward_trigger and
awaiting_downward_trigger. When the number in queue first exceeds the upward trigger,
the peak event is declared and the state is changed. That same peak event continues until
the downward trigger is reached, as shown in figure 4.8.
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Figure 4.8

Trigger points define the peak events.

The upward trigger (+) defines when the peak event starts and the downward
trigger (-) defines when the peak event has fully recovered. The triggers are used to
count the number of unique peak events and calculate the average peak recovery time. A
peak-event table is populated during the simulation run, as shown in table 4.2.
Table 4.2

Example peak-event table.
Peak Number
1
2

t (start)
1000
1500

t (end)
1100
1700

t (recovery)
100
200

Qmax
31
42

Each time a unique peak event is detected, the starting time, ending time, recovery
time, and maximum observed number in queue are added to the table. For example, in
table 4.2 two peaks were recorded, the first reaching 31 and lasting for 100 minutes, and
the second reaching 42 and lasting 200 minutes. At the end of the simulation replication,
the number of peak events and average peak recovery time are computed from the table.
Also at the end of the replication, the number in queue histogram is examined to compute
the percentage of time above the peak threshold, as shown in figure 4.9.
95

Figure 4.9

Tallying the percentage of time spent in each zone.

The fullness zones are defined as six thresholds of the number in queue. For
example, if the number in queue is below a threshold Z2, it is considered nearly empty.
If the number in queue exceeds a threshold Z6, the queue is considered to be in a peak
event – with a very high number in queue. The amount of time that the queue size spends
in each of the fullness zones is tallied, as shown in figure 4.9. For example the
percentage of time above the peak threshold Z6, here set at 2 times the expected value for
visualization, gives an indication of the extreme fullness of the queue. Likewise, the
percentage of time below Z2 gives an indication of how much time the system is nearly
empty.
4.3

Modeling adjustment-rate mechanisms
This section provides rate-adjustment modeling ideas and relates those models to

mechanisms in the target systems. In all these systems, a high-level model assumes a
single server, no restrictions on queue size, and the service-rate can be adjusted by simply
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changing its effective rate. The service times are assumed to be exponentially distributed
and so contain a high-degree of variability – but the average service time can be adjusted.
4.3.1

Linear- and ramp-proportional feedback control
A simple feedback control might be considered linear feedback, where the rate is

adjusted based on a linear function of how far the current number in queue is from the
target value. This is a proportional control model because the control output is directly
proportional to the error term. Since in practice rate-adjustments are typically bounded,
minimum and maximum rate-adjustments, Rmin and Rmax respectively, are included in the
model. A “ramp” function results, where the rate-adjustment is linear between the two
limits and clamped at the extreme values. The rate-adjustment limits are set by
considering the maximum increase that could be accomplished. For example, in figure
4.10, an “aggressive” adjustment would set the maximum rate at five times the nominal
rate and this would be reached when the queue size reaches 40. For queue sizes between
8 and 40, the rate would be adjusted linearly between one and five times the nominal.
This steep slope of the aggressive rate-adjustment corresponds to a high proportional gain
in the controller model. A “moderate” adjustment would be one where the maximum rate
would be five times the nominal rate but would not be invoked until the number in queue
reached 80 and the rate would be adjusted linearly between one and five over the range 8
to 80. For “mild” adjustment, as the number in queue rose from 8 to 40, the service-rate
adjustment would change linearly between one and two. In this case, the maximum
service-rate is assumed to be double the nominal rate. Likewise, the rates are reduced
when the number in queue is below the target number in queue.
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Figure 4.10

4.3.2

Rate-adjustment functions with various proportional gain scenarios.

PID feedback control
The application of Proportional Integral Derivative (PID) control to provide the

rate-adjustment function was explored by Babin and Greenwood (2015c). With PID
control, the difference between the current number in queue and the target forms an error
term. The rate-adjustment is a sum of three terms – one proportional to the current error,
one based on the accumulated (or integrated) error terms over time, and one related to the
rate of change of the error term.
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Figure 4.11

PID control block diagram.

For the PID controller, the rate-adjustment multiplier is formed based on the
current error:
Rateadj(k) = rate-adjustment multiplier applied to the kth server arrival
Here, the error e(k) is defined as the difference between the current number in queue at
the kth arrival NQ(k) and the target number in queue Q0 or:
e(k) = error term for the kth server arrival = Q0 – NQ(k)

(4.1)

The controller gains are defined as:
Kp = proportional gain (P term multiplier in PID control)
Ki = integral gain (I term multiplier in PID control)
Kd = derivative gain (D term multiplier in PID control).
The proportional term is directly proportional to the current error term so Kp*e(k).
Implementing the proportional control term only requires the current error and
proportional gain, the same as for the linear case considered earlier.
The integral term adds an additional component of the service-rate adjustment,
based on the accumulated error. Implementing the integral term requires keeping an
accumulator variable to tally the error terms with each service event, for example:
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ErrorAccumulator(k) = ErrorAcculumator(k-1) + e(k)

(4.2)

Adding the integral term provides a way for the system to react to a long-term steadystate error. If there has been a shift in the arrival rate, and the system is seeking a new
level other than the target Q0=LQ*, the error accumulator will provide additional control
effort to bring the long-term average back down. A small amount of integral gain, Ki, can
be enough to reduce the steady-state error, as will be shown in section 4.4.
The derivative term adds a component to the service-rate adjustment based on the
rate of change of the number in queue. Implementing the derivative term requires
keeping track of the current and previous error terms, for example:
ErrorChange(k) = e(k) – e(k-1)

(4.3)

Adding a derivative to the controller is normally used to increase the control output in
response to fast changing error terms. However, this can have a destabilizing effect when
used with noisy systems like queueing systems, so often the derivative gain, Kd, is set to
zero.
4.3.3

Gathering performance measures
Most simulation packages provide built in statistics on the number in queue, wait

time, and utilization. However, as described above, performance measures such as
SSEtarget and the number of peak excursions require custom logic and additional data
collection during each simulation replication.
4.3.3.1

Number in queue histogram
The time-weighted number in queue statistics are gathered by first logging every

queue state change (captured whenever a customer enters and leaves a queue) to a queue
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state table, which indicates the number in queue at the state change and time between
transitions. At the end of the simulation run, a “histogram” is tallied by summing the
amount of time spent in each queue state. From that table the average, standard
deviation, and SSEtarget are easily calculated and reported for each experimental
replication.
Table 4.3

Number in queue histogram.
NQ
0
1
2
3
4
5
…
25
26
…

Σ time in state
360
128
102
82
66
52
…
1
0
…

E = Q0 - NQ
3
2
1
0
-1
-2
…
-22
-23
…

E2
9
4
1
0
1
4
…
484
529
…

For example, in table 4.3 for an 80% utilized M/M/1 simulation model, the system
accumulated 360 minutes with an empty queue, of the 1,000 minutes total run length.
With a target queue length of Q0=3, the square error associated with NQ=0 is (3-0)2 = 9.
These square errors are time weighted and summed to form the sum of square error from
target, SSEtarget.
4.3.3.2

Peak excursion performance
Similarly, counting the number of “peak events” requires custom processing logic

using a simple state machine. The number in queue is compared to an upward trigger
threshold, and when that threshold is first exceeded, the new peak event is declared. The
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time when the event began is logged to a peak-event table, and with each additional
arrival, the maximum peak value is sought. With each departure, the number in queue is
compared to the downward trigger. Once the downward trigger is reached, the peak event
is declared over, the time is noted, and the state transitions to looking for the next peak.
At the end of the simulation replication, the peak event table is reviewed to count the
number of peak events, and the average peak recovery time. The percentage of time
above the threshold can be tallied directly from the number in queue histogram.
4.4

Simulation modeling and experimental results
This section describes PID control simulation modeling and illustrates the

performance differences between open-loop, proportional only, and PID control with
some experimental results. Discrete event simulation models were built in FlexSim in
Babin and Greenwood (2015a), extending the previous ProModel results from Babin,
Hamilton, and Greenwood (2007). The object flow diagram in figure 4.3 shows how a
single queue with adjustable service-rate forms the basic model. The rate -djustment is
computed based on the number in queue, as shown in figure 4.12 as a controller block
diagram.

Figure 4.12

Controlled queueing system block diagram.
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With this adjustable service-rate queueing system control architecture, various
controller designs are investigated to understand how they change system behavior and
affect performance. Each scenario is replicated 30 times with each replication having a
run length of 1,000 arrivals; common random numbers are used to improve comparisons.
Results for the proportional control and PID control are provided in this section.
4.4.1

Proportional control versus open-loop
The simulation that compares fixed service-rate to variable rates with mild rate-

adjustment is detailed in Babin and Greenwood (2015b). The results shown in figure 4.13
confirm that a lower total cost can be achieved with a small amount of service-rate
adjustment compared to the best fixed service-rate. While there is a considerable
variability in performance measures in queueing simulations, there is a significant
difference in cost, at the 90% confidence level and based on 30 replications, as shown in
figure 4.13.
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Figure 4.13

Cost performance improvement.

Significant improvement in cost performance (30 replications of 1,000 arrivals each).
The simulation results match expectations of senior management regarding the
use of a flexible workforce – having a small component of flexible resources gives better
dynamic results than a fixed capacity level. This flexible component allows managers to
adapt to arrival variability and service-time variability which drive temporary increases in
the number in queue.
4.4.2

PID feedback performance results with step change
Building on the proportional control model, the system performance in the

presence of disturbances (a step change in the arrival rate) is investigated in Babin and
Greenwood (2015c). The integral term of a PID controller is used to reduce the steadystate error in the presence of arrival-rate changes.
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As shown previously in figure 4.11, with PID control the feedback signal to adjust
the service-rate is based on the error – the difference between the target and current
number in queue. One controller term is proportional to the current error, one term is an
accumulation of the area under the error-time curve, and one term is related to the rate of
change of the error.
The system response to a step change in the arrival rate in figure 4.14
demonstrates the value of adding the integral term to make the system more realistic.

Figure 4.14

Step response with only proportional gain.

Figure 4.14 shows the response of the system to the step change in arrivals;
doubling the arrival rate midway through the simulation. With the proportional only
controller, the system responds and stabilizes, but well away from the target number in
queue of 8. Having a large steady-state error with an average of 35 would not allow the
system to perform as expected with reasonable cycle times that were anticipated with an
average number in queue of 8. The steady-state error can be reduced by adding an
integral term to the controller, as illustrated in figure 4.15.
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Figure 4.15

Step response with PI controller adding an integral gain Ki=0.05.

Figure 4.15 shows how adding an integral term to the controller drives the steadystate error to zero. After the step change in arrival rate midway through the simulation,
the PI output rises to a level adequate to drive the average number in queue down to 8,
the target value. Keeping the average number in queue close to the target allows the
system to meet the cycle time expectations.
Proportional control alone was not able to keep the steady-state error to zero when
the arrival rate changed. In a practical system, if the arrival rate doubled, and the number
in queue rose to five times the expected value and service times lengthened beyond the
service level agreements, additional rate-adjustment would certainly be applied. That is
precisely the role of the integral term in this controller. The proportional term takes care
of the “normal” variation, and the integral term automatically adapts to changes in arrival
rate or other long term changes that cause the average to deviate from the target.
4.5

Developing realistic adjustable service-rate simulation models
Simple queueing models do not generate realistic results. They predict much

more variability in the number in queue than would be seen in the real system. A realistic
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simulation model should retain some variability, but react to the peaks by increasing the
service-rate, and react to emptying queues by decreasing the service-rate. Then the model
would more realistically represent the behavior of the real system being modelled.
A capacity model was built to understand the impact of staffing decisions on a
high performance production system by Babin, Hamilton, and Greenwood (2007). Even
though the model had accurate historical arrival patterns, accurate (time-study validated)
service times, accurate product flow and staffing, it was still missing something. The
capacity model was a network of open-loop queues. There was no feedback mechanism
to adjust service-rates of staffing assignments real-time based on how the work in
progress was naturally queueing up.
When validating this model with operations management, they made these
observations:


“How much overtime is it going to take to meet the projected demand
pattern, with 98% on-time delivery performance?” (Implication – the
control lever should be overtime, not excess fixed capacity”)



“Hey, this doesn’t model what really happens. We would never see the
backlog grow so high.” (Implication – the real utilization must be much
lower than the 80% model.)



“We would never stand for all this idle time – we keep the staff and
machines busy.” (Implication – the real utilization must be much higher
than 80%.)



“If the work-in-progress ever got that high, we would find a way to speed
up and bring it back down, and meet the shipping deadline.” (Implication
– a feedback mechanism rather than more fixed capacity is needed).

Adding a realistic service-rate adjustment mechanism to the model that automatically
adapts to changes in arrival rate, and including the right performance measures to
characterize the closed-loop performance, made the model much more realistic.
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4.5.1

Including service-rate adjustment in simulation models
Simulation can be a powerful tool to understand the capacity and potential

capability of a production system. Including a service-rate adjustment mechanism in the
simulation model can help it perform more like the real system. If there is some
mechanism in the real system to speed up and slow down based on the queue growth,
then the system will perform with much less variability than predicted with an open-loop
queueing system. There is no utilization setting for an open-loop system that can
simultaneously satisfy the requirement to keep the server busy and not let the queue grow
too high. Even with truncated distributions, the randomness of arrivals and service times
inevitably leads to unrealistic queue growth (Babin and Greenwood, 2015d). A servicerate adjustment mechanism should be added to the model to capture this stabilizing
influence of rate-adjustment decisions.
4.5.2

Choosing the right performance measures
When service-rate adjustment is added to a simulation model, new performance

measures are needed. The traditional queueing system measures of average number in
queue and server utilization must be augmented with measures of the control effort and
variability of the number in queue after the control effort is applied. A total cost view
helps to balance the waiting time costs and service costs, if the rate parameters can be
estimated. Measures of the peak behavior of the number in queue also provide a way to
describe the variability remaining in the system.
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4.5.3

Considering the variability inherent with queueing systems
Overreacting to the variability in a queueing system can make the system

performance worse. It is helpful to keep in mind the variability inherent in the arrival
processes and service processes, and to make decisions about rate changes with a long
term view. There are costs associated with making rate-adjustments, so they should not
be overused. Sometime, it is better to leave things alone – to recover on their own. The
highly autocorrelated time series for the number in queue make some common cause
variation feel like special cause variation – be aware. As proposed by Box, Luceno and
Quiñones (2009), the control signal for noisy autocorrelated systems could incorporate
exponentially weighted moving average (EMWA) techniques. This is left as a future
research topic.
4.6
4.6.1

Conclusions and future research
Conclusions
Adding service-rate adjustment to a queueing simulation model can make it more

representative of the real system because it reacts to peaks like the real system would.
This rate-adjustment can be implemented in discrete event simulation software,
controlling the rate-adjustment based on feedback from the current number in queue.
This makes the model respond to keep the queue size in control to meet service-level
expectations of the system, which mimics the control behavior that management might
exert on the system. Beyond the typical performance measures (average number in queue
or system, average wait time in queue or system, and server utilization), additional
performance measures are needed for the control effort expended and variability
remaining after the control. The performance measures should include a total cost view
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which combines a service cost with a waiting time cost, to help with the tradeoff of
providing the service adjustments. Measuring the peak excursion behavior provides an
additional dimension to understanding the variability remaining in the system. All of
these performance measures can be added to a discrete event simulation model with a few
tables and some custom processing logic.
4.6.2

Future research
Future research in the controls aspects of the rate-adjustment could be considered

to make the models more representative. The stability margin of controlled queues could
be explored with a control theoretic approach, to understand how much room there is to
adjust gain parameters before the system becomes unstable. Additionally, optimal
control algorithms could be investigated to determine the “best” control to meet some
objective function; though that moves the objective from descriptive simulation models
to ones that provide some advice on control settings.
Networks of queues would also benefit from the smoothing impact of service-rate
control of the upstream queues. Future research could quantify the reduction in interdeparture time variability as applied to queue networks encountered in typical production
systems. The design of individual control of each queue and overall control of all the
queues in the system should be studied.
Incorporating practical overtime scheduling policies could be studied using these
rate-adjustment models. For example, what number in queue should trigger an overtime
decision to achieve the lowest cost and acceptable delivery performance?
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The total cost models could also be extended to focus on more accurate pricing of
additional capacity mechanisms. For example, the costs associated with overtime or
outsourcing could include activation (or switching) costs.
Future research could consider the model architectural differences between a
single variable-rate server versus switchable capacity servers. The design of feedback
controllers for service-rate adjustment could consider exponentially weighted moving
average (EMWA) to filter the response signal. EMWA has been used by Box, Luceno
and Quiñones (2009) for statistical process control, and its extension to feedback
controller design could result in controls with fewer adjustments.
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CHAPTER V
CONCLUSIONS AND FUTURE RESEARCH
This chapter provides an overall summary of the research and lists some ideas for
future research related to adjustable service-rate queueing simulation models. This
dissertation began with the ambitious goal to make adjustable service-rate mechanism
more logical and accessible for discrete event simulation modelers. This will satisfy the
goal of achieving more realistic models and support better business decision making.
The experiments described in this dissertation provide important advances in adjustable
service-rate queueing system simulation.
5.1

Research problem review
Adjustable service-rate queueing models have been around since the 1960s. Yet

those queueing theory approaches have found limited application in industry – perhaps
because of their complexity or their mismatch with reality. Industrial engineers often use
simple queueing models like the M/M/1 or G/G/k models because of the insights they
provide about average system performance with a simple formulation. But closing the
loop and adjusting the service-rate based on the number in queue changes the very nature
of the system response from a queueing system to a control system. The insights applied
from simple queueing models (e.g., the utilization must not be too high to keep good
system performance) no longer apply with the adjustable rate systems. Discrete event
simulation is a powerful tool that can help engineers understand the performance of the
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system under various scenarios – and can easily handle the complexity of closed-loop
control – as long as the feedback control is designed appropriately and the performance
measures are adapted properly.
5.2

Research objectives
There are four main research questions that are addressed in this study and are

summarized here.

5.2.1



How do queueing systems behave when the rate is adjusted based on the
queue length?



When are adjustable service-rate models more accurate than fixed-rate
models?



What happens to the familiar queueing system performance measures (like
utilization and average cycle time or average queue length) with a
feedback loop added?



How are adjustable-rate models implemented in discrete event simulation
software?

System behavior
How do queueing systems behave when the rate is adjusted based on the queue

length? As shown in chapters 3 and 4, when the service-rate is adjusted based on the
number in queue, there is much less variability in the number in queue. The peaks are
smaller and less frequent. The server idle time is much reduced. The average number in
queue approaches the target value, without huge increases predicted for high utilization in
the simple queueing models.
Perhaps the point is most easily seen in figure 5.1, where an open-loop M/M/1
with 90% utilization is compared to systems with linear rate-adjustment.
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Figure 5.1

Number in queue for various proportional controllers.

Each of these systems has the same average performance, matching the average
for the 90% utilized M/M/1 (fixed-rate) shown in the left panel of figure 5.1. With a
modest proportional gain shown in the middle panel, and the aggressive proportional gain
shown in the right panel, the variability is reduced, and the idle time is driven to nearly
zero, making these models more realistic.
5.2.2

Practical applicability
When are adjustable service-rate models more accurate than fixed rate models?

Simple queueing models don’t generate realistic results. They predict much more
variability in the number in queue than would be seen in the real system. A realistic
simulation model should retain some variability, but react to the peaks by increasing the
service-rate, and react to emptying queues by decreasing the service-rate. Then, the
model would more realistically represent the behavior of the real system being modelled.
Wherever rate-adjustment occurs in the real system it is important to include in the
model. Examples from high performance production systems with tight cycle time
requirements are described in chapters 3 and 4 and in the early conference paper (Babin,
Greenwood et al. 2007). Rate-adjustment is also applicable in shared engineering
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services functions like engineering change order (ECO) processing or new product
testing, described in chapters 3 and 4 with a total cost view (Babin and Greenwood,
2015b). Whenever the system includes a way to adjust the service-rate based on an
observation of the current number in queue, a control loop exists, as shown in figure 5.2.

Figure 5.2

5.2.3

Closed-loop control of the service-rate.

Performance measures
What happens to the familiar queueing system performance measures (like

utilization and average cycle time or average queue length) with a feedback loop added?
Performance measures are the focus of chapter 3. There is such a fundamental shift in
the important measures that it seems to defy the common understanding of queueing.
Now the utilization approaches one, and the average number in queue seeks the target
value – it doesn’t increase rapidly as predicted by LQ = ρ2/(1-ρ). Performance measures
move from just average number in queue and utilization (which describe nicely the openloop characteristics), to include measures of the control effort and the variability
remaining after the control effort is applied, as presented in Babin and Greenwood
(2015a).
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In figure 5.3, five scenarios are compared, with four different amounts of rateadjustment (proportional gain). In the top left panel, the average number in queue no
longer shows a significant difference between the very different scenarios. The
utilization in the top right panel now approaches 100%, an impossibility with open-loop
systems. Now the standard deviation of the number in queue shown in the bottom left
panel, or the total cost shown in the bottom right panel, must more clearly describe the
performance of the system.

Figure 5.3

5.2.4

Comparison of four performance measures.

Implementation in discrete event simulation software
How are adjustable rate models implemented in discrete event simulation

software? Implementation of adjustable service-rate in discrete event simulation (DES) is
the focus of chapter 4. The basic proportional model (with a linear service-rate
adjustment function) is straightforward to implement in DES software and model nicely
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the performance improvements to address the variability of the system. Implementation
of a simple experimental model in FlexSim followed the entity flow diagram in figure
5.4. The proportional (linear) rate-adjustment for a single server is the starting point for
the experiments.

Figure 5.4

Entity flow diagram for simple experimental DES model.

However, models with only proportional feedback don’t automatically adapt to
step changes in the arrival rate. Adding an integral term to the controller, and using a
more sophisticated proportional-integral-derivative (PID) controller, makes the model
more representative of what management would do if the queue size was growing
because of an increased arrival rate. This PID control model is explained in chapter 4
and in the conference paper by Babin and Greenwood (2015c).
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The PID control can be implemented in DES software, as shown in figure 5.5.
The current error term, an accumulator variable, and the current difference term were
added to implement this controller.

Figure 5.5

PID controller block diagram.

Another approach investigated during this research was to limit the arrival and
service variability by using a truncated exponential distribution. This is described in
chapter 4 and in the fourth conference paper (Babin and Greenwood, 2015d). Limiting
the long right tail of the arrival and service time distributions reduced the variability
slightly. But it did not eliminate the peak excursions that would certainly get
management’s attention – if the number in queue (and the corresponding cycle times)
grew to five times their expected value, then some action would be taken. It was this
research that also clarified the need for directly measuring the peak excursion behavior of
the system, as described in chapter 3, and shown in figure 5.6.
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Figure 5.6

Peak excursion performance tally.

Keeping track of how often the number in queue exceeded an upper threshold,
how quickly it recovered, and how much time it spent in the extreme zones, provided
important insights to differentiate what makes a system realistic. “There is no way
management would let the backlog get that high without taking some action,” was the
key phrase when thinking about the peak excursions of even the truncated exponential
models. Only when rate-adjustment is incorporated into the model, does the simulation
capture the adaptive behavior of the system – allowing a certain amount of inherent
variability, but reacting to the peaks to drive the number in queue down quickly by
adjusting the service-rate.
5.2.5

Conclusions
The sequence of experiments shown in figure 5.7 and described in this

dissertation provides valuable insights into the performance of systems when the servicerate is adjusted based on the number in queue. The implementation of rate-adjustment in
discrete event simulation software is straightforward, though it does require some custom
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tables and processing logic to capture the essence of the closed-loop system. The four
research questions from chapter 1 have been addressed in this dissertation with the
following results:
1.

How do queueing systems behave when the rate is adjusted based on the
queue length?
Adding a feedback loop to adjust the service-rate based on the number in
queue changes the fundamental nature of the system from a queueing
system to a control system, and makes it more realistic. The number in
queue has less variability and a stronger central tendency to track the
target number in queue, providing more consistent performance than
predicted by the open-loop queueing system model. The server idle time
is reduced to near zero, keeping the queue pleasantly full and the server
busy. Also, the number in queue does not have nearly as many extreme
peak excursions, and it recovers much more quickly from the occasional
peak event. This makes the model perform much more like the real
system.

2.

When are adjustable service-rate models more accurate than fixed-rate
models?
Many real systems include some mechanism to adjust the service-rate in
real time based on the number in queue. Including some high-level rateadjustment mechanism in the model captures this behavior, making the
model more realistic.

3.

What happens to the familiar queueing system performance measures (like
utilization and average cycle time or average queue length) with a
feedback loop added?
When a feedback loop is added to adjust the service-rate based on the
number in queue, these two performance measures fundamentally change.
The utilization can approach unity, since the server can slow down when
the queue starts to empty. Utilization takes on a new meaning, since the
adjustable rate server can now run at a much higher or lower rate, based
on the number in queue. Likewise, the number in queue is now actively
tracked by the controller design, allowing the average to seek the target
value. With closed-loop systems, the average number in queue is no
longer the fundamental measure of system performance. Other measures
such variability of number in queue, total cost, or measures of the control
effort now must be incorporated.
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4.

How are adjustable rate models implemented in discrete event simulation
(DES) software?
Proportional control models, where the rate-adjustment is applied in direct
proportion to the current number in queue, can be added to DES models
by adjusting the service time as customers enter the server. More
advanced PID controllers construct the control signal based on the current
error, accumulated error and rate of change of the error. These PID
controllers are more representative of system behavior since step changes
in arrival rate are automatically compensated.

Figure 5.7

5.3

Simulation experiment sequence.

Future research options
This research answered the main research questions about simulation and the

performance of adjustable rate queueing systems. A number of areas for future research
were identified along the way, and are listed in this section.
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5.3.1

Optimal control
Future research could include optimal control algorithms, to move from

descriptive simulation models to ones that provide some advice on control settings.
Optimal control was beyond the scope of this research.
5.3.2

Filtering the feedback signal
Control of systems with a high amount of autocorrelation in the response variable

pose a challenge compared to stochastic systems with uncorrelated noise signals.
Additional filtering of the feedback signal would smooth the response, but also change
the dynamics of the system. Additional experiments could investigate the performance of
systems with various filter dynamics.
5.3.3

Minimizing over-adjustment with EWMA
The design of feedback controllers for service-rate adjustment could consider

exponentially weighted moving average (EWMA) to filter the response signal. EWMA
has been used by Box, Luceno et al. (2009) for statistical process control, and its
extension to feedback controller design could result in controls with fewer adjustments.
This design optimization is a future research topic.
5.3.4

Stability margin
Stability margin is important in the design of feedback control. For the controlled

queueing models, a control theoretic investigation of the phase and gain margin could be
recommended. One example of the degrading effect of instability was shown by adding
too much derivative gain in the PID controller. Generally understanding how much gain
margin is present makes for a more robust controller design.
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5.3.5

Networks of queues
Networks of queues would also benefit from the smoothing impact of service-rate

control on the upstream queues. Future research should quantify the reduction in interdeparture times as applied to queue networks encountered in typical production systems.
Also, future research could consider the model architectural differences between a single
variable-rate server versus switchable capacity servers.
5.3.6

Overtime scheduling
Incorporating practical overtime scheduling policies could be studied using these

rate-adjustment models. For example, an experiment could be designed to determine
what number in queue should trigger an overtime decision to achieve the lowest cost and
acceptable delivery performance?
5.3.7

Switching costs
The total cost models could also be extended to focus on more accurate pricing of

additional capacity mechanisms. For example, the costs associated with overtime or
outsourcing could include activation (or switching) costs. The presence of switching costs
would favor a rate control strategy with some hysteresis.
5.3.8

Other bounded distributions
This study looked at the truncated exponential distribution to reduce the long right

tail of the service times. For future research, other popular distributions such as the beta
or triangular, which are inherently bounded, could also be compared to the exponential
and the truncated exponential.
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5.3.9

Feedback based on work content in queue
The number in queue was selected as the source of feedback. In some situations,

it might make sense to instead measure the recent average waiting time. It might also
make sense to monitor not just the number in queue, but to estimate the work content
contained in that backlog.

124

REFERENCES
Abdelzaher, Tarek, Lu, Ying, Zhang, Ronghua, & Henriksson, Dan. (2004). Practical
Application of Control Theory to Web Services. Paper presented at the American
Control Conference.
Adler, Paul S., Mandelbaum, Avi, Nguyen, Vien, & Schwerer, Elizabeth. (1996). Getting
the most out of your product development process. Harvard Business Review,
134-152.
Alam, F.M., Mohan, S., Fowler, John W., & Gopalakrishnan, M. (2012). A discrete event
simulation tool for performance management of web-based application systems.
Journal of Simulation, 6, 21-32.
Arzen, Karl-Erik. (1999). A simple event-based PID controller. IFAC World Congress
1999.
Ashtiani, Hossein, Pour, Hamed Moradi, & Nikpour, Mohsen. (2012). Active queue
management in TCP networks based on fuzzy-pid controller. Journal of Applied
Computer Science & Mathematics, 12(6), 9-14.
Ata, Baris. (2005). Dynamic Power Control in a Wireless Static Channel Subject to a
Quality-of-Service Constraint. Operations Research, 53(5), 842-851.
Ata, Bariş, & Shneorson, Shiri. (2006). Dynamic Control of an M/M/1 Service System
with Adjustable Arrival and Service-rates. Management Science, 52(11), 17781791. doi: 10.1287/mnsc.1060.0587.
Babin, P. D. & Greenwood, A. G. (2011). Discretely Evaluating Complex Systems.
Industrial Engineer, IIE: 34-38.
Babin, P. D. & Greenwood, A. G. (2015a). Applying variance performance measures for
variable service-rate queueing simulation models. Industrial Engineering and
Operations Management (IEOM) Conference. Dubai, UAE: 1-7.
Babin, P. D. & Greenwood, A. G. (2015b). Applying cost measures for adjustable
service-rate queueing simulation models. Industrial and Systems Engineering
Research Conference. S. Cetinkaya and J. K. Ryan. Nashville, TN.

125

Babin, P. D. & Greenwood, A. G. (2015c). Implementing PID control for adjustable
service-rate queueing system simulations. Computers in Industrial Engineering
Conference - CIE45. Metz, FRANCE.
Babin, P. D. & Greenwood, A. G. (2015d). Incorporating truncated exponential
distributions in queueing models with adjustable service-rate control. Proceedings
of the 2015 Winter Simulation Conference. L. Yilmaz, W. K. V. Chan, I. Moon et
al. Huntington Beach, CA.
Babin, P. D., Greenwood, A. G., & Hamilton, M. (2007). Modeling variable rate
processing in queueing simulations. Industrial Engineering Research Conference.
Nashville, TN: 1465-1470.
Bazargan-Lari, Massoud, Gupta, Payal, & Yound, Seth. (2003). A Simulation Approach
to Manpower Planning. Paper presented at the Winter Simulation Conference.
Beaverstock, Malcolm, Greenwood, Allen, Lavery, Eamonn, & Nordgren, William.
(2012). Applied Simulation: Modeling and Analysis Using FlexSim. Orem, Utah:
FlexSim Software Products, Inc.
Bekker, R., Borst, S.C., Boxma, O.J., & Kella, O. (2004). Queues with WorkloadDependent Arrival and Service-rates. Queueing Systems, 46, 537-556.
Bernardo, J. J. (1992). The cost advantage of hysteretic controls for bi-level production
systems. International Journal of Production Research, 30(12), 2897-2905.
Box, George E. P., Luceno, Alberto, & Paniagua-Quiñones, Maria del Carmen. (2009).
Statistical Control by Monitoring and Adjustment, 2nd edition: Wiley.
Conway, Richard W., & Maxwell, William L. (1961). A Queueing Model with State
Dependent Service-rate. Journal of Industrial Engineering, 12, 132-136.
Dinh, Tuan V., Andrew, Lachlan L. H., & Nazarathy, Yoni. (2014). Architecture and
robustness tradeoffs in speed-scaling queues with application to energy
management. International Journal of System Science, 45(8), 1728-1739.
Fishman, George S. (1973). Statistical Analysis for Queueing Simulations. Management
Science, 20(3), 363-369.
George, Jennifer M. (1999). A Queue with Controllable Service-rates: Optimization and
Incentive Compatibility. (Ph.D.), Stanford.
George, Jennifer M., & Harrison, J. Michael. (2001). Dynamic control of a queue with
adjustable service-rate. Operations Research, 720-804.
Gladwin, Bruce, & Tumay, Kerim. (1994). Modeling business processes with simulation
tools. Proceedings of the 1994 Winter Simulation Conference, 114-121.
126

Glynn, Peter W., & Iglehart, Donald L. (1988). Simulation Methods for queues: an
overview. Queueing Systems, 3(3), 221-256.
Grabis, Janis. (2014). Application of Predictive Simulation in Development of Adaptive
Workflows. Proceedings of the 2014 Winter Simulation Conference, 996-1004.
Greenwood, Allen, & Beaverstock, Malcolm. (2011). Simulation Education - Seven
Reasons for Change. Paper presented at the Winter Simulation Conference.
Gross, Donald, & Juttijudata, Man. (1997). Sensitivity of output performance measures to
input distributions in queueing simulation modeling. Proceedings of the 1997
Winter Simulation Conference, 296-302.
Gross, Donald, Shortle, John F., Thompson, James M., & Harris, Carl M. (2008).
Fundamentals of Queueing Theory. Hoboken, NJ: John Wiley & Sons.
Gunal, M.M., & Pidd, M. (2010). Discrete event simulation for performance modelling in
health care: a review of the literature. Journal of Simulation, 4, 42-51.
Haskose, A., Kingsman, B.G., & Worthington, D. (2002). Modelling flow and jobbing
shops as a queueing network for workload control. International Journal of
Production Economics, 78, 271-285.
Hellerstein, Joseph L. (2002). A First-Principles Approach to Constructing Transfer
Functions for Admission Control in Computing Systems. Paper presented at the
IEEE Conference on Decision and Control, Las Vegas, Nevada.
Hellerstein, Joseph L., Diao, Yixin, Parekh, Sujay, & Tilbury, Dawn M. (2004).
Feedback Control of Computing Systems: Wiley Interscience.
Hillier, Frederick S., Conway, Richard W., & Maxwell, William L. (1964). A Multiple
Server Queueing Model with State Dependent Service-rate. Journal of Industrial
Engineering, 15, 153-157.
Hillier, Frederick S., & Lieberman, Gerald J. (1990). Introduction to Stochastic Models in
Operations Research: McGraw Hill.
Hopp, Wallace J., & Spearman, Mark L. (2000). Factory Physics: McGraw Hill.
Hupman, Andrea C., & Abbas, Ali E. (2014). Optimizing fixed targets in organizations
through simulation. Proceedings of the 2014 Winter Simulation Conference, 986995.
Ibrahim, Rouba, & Whitt, W. (2008). Real-time delay estimation in call centers.
Proceedings of the 2008 Winter Simulation Conference, 2876-2883.

127

Ibrahim, Rouba, & Whitt, Ward. (2010). Delay Predictors for Customer Service Systems
with Time-Varying Parameters. Paper presented at the Winter Simulation
Conference.
Jain, Rajat, & Smith, J. Macgregor. (1997). Modeling Vehicular Traffic Flow using
M/G/C/C State Dependent Queueing Models. Transportation Science, 31(4).
Jannat, Seratun, & Greenwood, Allen G. (2012). Estimating Parameters of the Triangular
Distribution Using Non-Standard Information. Paper presented at the Winter
Simulation Conference.
Kang, Kyoung-Don. (2005). FeedClean: Feedback-driven clean utilization management
to improve real-time data services in dynamic environments. Paper presented at
the Proceedings - 11th IEEE International Conference on Embedded and RealTime Computing Systems and Applications.
Kitaev, M. Yu., & Serfozo, Richard F. (1999). M/M/1 Queues with Switching Costs and
Hysteretic Optimal Control. Operations Research, 47(2), 310-312.
Kitaev, Mikhail Yu., & Rykov, Vladimir V. (1995). Controlled Queueing Systems: CRC
Press Inc.
Kleinrock, Leonard. (1975). Queueing Systems, Volume I: Theory: John Wiley & Sons.
Lee, Young M., An, Lianjun, Bagchi, Sugato, Connors, Daniel, Kapoor, Subir,
Katircioglu, Kaan, & Xu, Jing. (2007). Discrete Event Simulation Modeling of
Resource Planning and Service Order Execution for Service Businesses. Paper
presented at the Winter Simulation Conference.
Lee, Young M., An, Lianjun, & Connors, Daniel. (2008). Managing Workforce Resource
Actions with Multiple Feedback Control Schemes. Paper presented at the Winter
Simulation Conference.
Little, John D.C. (1961). Little 1961 A Proof of the Queing Fomula. Operations
Research.
Liu, Jingang, Yang, Feng, Wan, Hong, & Fowler, John W. (2011). Capacity planning
through queueing analysis and simulation-based statistical methods: a case study
for semiconductor wafer fabs. International Journal of Production Research,
49(15), 4573-4591.
Loch, Christoph H., & Terwiesch, Christian. (1999). Accelerating the process of
engineering change orders: capacity and congestion effects. Journal of Product
Innovation Management, 16, 145-159.

128

Lu, Chenyang, Lu, Ying, Abdelzaher, Tarek F., Stonkovic, John A., & Son, Sang Hyuk.
(2006). Feedback Control Architecture and Design Methodology for Service
Delay Guarantees in Web Servers. IEEE Transactions on Parallel and Distributed
Systems, 17(9), 1014-1027.
Ma, Ni, & Whitt, W. (2015). Using simulation to study service-rate controls to stabilize
performance in a single-server queue with time-varying arrival rate. Proceedings
of the 2015 Winter Simulation Conference, draft.
Mascitelli, Ronald. (2005). Editorial: Lean Design as a Competitive Mandate. Journal of
Advanced Manufacturing Systems, 4(1), 1-4.
Mascitelli, R. (2011). Mastering Lean Product Development. Northridge, CA,
Technology Perspectives.
Ortega, M., & Lin, L. (2004). Control theory applications to the production–inventory
problem: a review. International Journal of Production Research, 42(11), 23032322. doi: 10.1080/00207540410001666260.
Radeka, Katherine. (2010). Book Review: The Principle os Product Development Flow:
Second Generation Lean Product Development. Journal of Product Innovation
Management, 27, 136-140.
Reinertsen, Donald G. (1999). Taking the Fuzziness Out of the Fuzzy Front End.
Research - Technology Management.
Reinertsen, Donald G. (2009). The Principles of Product Development Flow. Redondo
Beach, CA: Celeritas Publishing.
Reinertsen, Donald G., & Smith, Preston G. (1991). The Strategist's Role in Shortening
Product Development. The Journal of Business Strategy.
Shaler Stidham, Jr. (2002). Analysis, Design, and Control of Queueing Systems.
Operations Research, 50(1), 197-216.
Suresh, S., & Whitt, W. (1990). Arranging Queues in Series: A Simulation Experiment.
Management Science, 36, 1080-1091.
Terwiesch, Christian, & Loch, Christoph H. (1999). Managing the process of engineering
change orders: the case of the climate control system in automobile development.
Journal of Product Innovation Management, 16, 160-172.
Thomke, Stefan, & Reinertsen, Donald. (2012). Six Myths of Product Development.
Harvard Business Review, 85-94.

129

Thorwarth, Michael, Arisha, Amy, & Harper, Paul. (2009). Simulation Model to
Investigate Flexible Workload Managemetn for Healthcare and Servicescape
Environment. Paper presented at the Winter Simulation Conference.
Whitt, W. (1989). Simulation Run Length Planning. Proceedings of the 1989 Winter
Simulation Conference, 106-112.
Whitt, Ward. (1989). Planning Queueing Simulations. Management Science, 35, 13411366.
Whitt, Ward. (2005). Engineering Solution of a Basic Call-Center Model. Management
Science, 51(2), 221-235.
Woodall, William H. (2000). Controversies and Contradictions in Statistical Process
Control. Journal of Quality Technology, 32(4).
Wu, Qiang, Juang, Philo, Martonosi, Margaret, & Clark, Douglas W. (2005). Voltage and
Frequency Control With Adaptive Reaction Time in Multiple-Clock-Domain
Processors. Proceedings of the 11th Int's Symposium on High-Performance
Computer Architecture.
Yang, Feng. (2006). Efficient Generation of Cycle Time-Throughput Curves via
Simulation for Manufacturing. (Ph.D.), Northwestern University, Evanston,
Illinois. (3213037).

130

REVIEW OF THE 2007 RESULTS

131

A.1

Discrete event simulation experimental models – linear rate feedback
In the early work by the author (Babin, Hamilton and Greenwood, 2007) a simple

M/M/1 queueing simulation model was developed to illustrate the effect of feedback.
Consider first the “simple” M/M/1 queueing model, where the arrivals follow a Poisson
process, and the service times for the single server follows an exponential distribution.
First, we consider the average rate of this server, Ro, a constant. Remember that the
actual service time for a particular entity in the server is a random variable. But the
expected value of the time is simply 1/Ro. (We will use service times, t, and the servicerate, R, depending on the context. The service times follow an exponential distribution.
The rate R = 1/t or t=1/R. So in the implementation, you will see statements like Wait
E(1/v_Rate).
If we use a “constant” average rate function, as shown in figure A.1, then the
system is simply an M/M/1.

Figure A.1

Constant rate.

The average processing rate remains constant
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Figure A.2

Linear rate-adjustment.

The average processing rate increases linearly with increases in queue contents.

Figure A.3

Ramped rate-adjustments.

The average processing rate increases linearly within a band of adjustability.

Figure A.4

Stepped rate-adjustment.

The average rate can be adjusted to one of three levels: slow, normal, fast.
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The simplest feedback control system is a linear relationship between the average
rate and the current queue length (or size) as shown in figure A.2. As the queue length
increases, the average rate increases. Remember, the service time is still a random
variable – it just has a varied expected value now. (We could also consider the case
where there is no uncertainty in the processing times – an M/D/1 model if you will – with
a deterministic service time. This time could be a function of queue length as well. But
the more realistic and interesting problem is one where we increase the expected rate, but
can’t eliminate the variability. That is more like the real world systems we are modeling
where we can speed up the machine (or add workers) but the sources of variability that
cause it to be a random variable still exist – we simply increase the target service-rate.
Notice that that we establish the functional relationship between the service-rate
and the queue length as a straight line – with a slope and intercept. The slope describes
the relationship between the change in service-rate as a function of the change in queue
length. If the slope is modest, or nears zero, then the problem behaves like a constant
service-rate.
Let’s define the quiescent operation point (q-point), where the queue reaches its
nominal value Qo. We define the rate corresponding to that point on the curve as Ro.
The system should operate around that q-point. When the queue increases, the rate will
increase, driving the queue back down. When the queue decreases below Qo, the rate
decreases bringing the queue back up. So that q-point should form the long term average.
If we define that point and one other (or the slope) then we have the definition of the rateadjustment function.
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Let’s consider the intercept, as it has a practical meaning as well. The intercept is
the slowest rate that you are willing to model when the queue drops to zero. In these
models the queue will occasionally drop to zero, so we need to pay attention to that value
for practical reasons. If we calculate the wait time as 1/rate then we can’t let rate =0.
We can consider the number in the system or add one to the number in queue to prevent
the divide-by-zero problem. Also, there might be some minimally slow rate at which
things can run. So, the intercept, the slowest rate we are willing to model, and the q-point
(Ro, Qo) form the definition of the rate-adjustment function.
In this simplest model, the rate is continuously variable between Q+ and +∞ .
This makes for a nice “linear” approximation to how things might behave. We will next
consider limitation where it might have other threshold values or be only step-wise
continuous. But in the end, a simple linear function does a nice job of illustrating the
concept and keeping the modeling simple. After all, if we define more “knee” points, the
user will have to estimate more parameters.
The “ramp rate” and “stepped rate” also have some practical appeal. Perhaps
there is a range of adjustability, corresponding to the sloping section of the ramp. Below
some rate, we keep it at the minimum. Likewise, above some rate, we keep it at the
maximum. This “ramp rate” function has a practical appeal, but would require
identifying three ordered pairs.
The “stepped rate” relationship also has some practical appeal. Perhaps the
adjustments can only be made in discrete increments – adding integer servers or
resources for example. We can run slow, regular, or fast mode. Again, this would
require the modeler to identify each of the breakpoints.
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It is thought that each of these model improvements would behave similarly to the
simplest linear rate feedback over a range of practical interest. Quantifying the
differences, when it might be important to switch from a continuous adjustment model to
a discrete step one, addressed in experiment 5 in this proposal.
A.2

Object flow diagram – simplest demonstration system
Before describing the implementation details in particular packages, it is helpful

to show a generic object flow diagram that could be developed in any simulation
package. The “simplest” system that demonstrates the effect is show in figure A.5 below.

Figure A.5

Simplest M/M/1 demonstration system.

Exponential inter-arrival times, processing times, one server, infinite queue, FIFO.

Figure A.6

Simplest variable rate processing demonstration system.

Vary the rate based on the current queue length.
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A.3

Implementation in ProModel
A fairly simple experimental model was developed in ProModel. It included

features to demonstrate the basic concept. It also has features to make it easy to switch
between control algorithm parameters and to collect summary statistics for each run.
Later, the “simplest” model expression is presented with these advanced features stripped
out for clarity.
Entity flow: A single entity called yOrder is used in this model. They arrive one
at a time to the Order_Arrivals location, with an exponential inter-arrival time, based on
the user selected arrival rate, mArrival_rate. The work content for the order is assigned
based on an Exponential distribution. This will be multiplied by the rate-adjustment in the
server later. Then, the yOrder moves to the Order_Queue location. The Order_Queue is
an infinite capacity FIFO queue where orders wait their turn to be processed in the
Order_Server. The Order_Server is a single capacity server. The service time is a
random variable which is based on the calculated variable rate vProcessing_Rate and
based on the feedback type selected in the RunTimeInterface. After service time is
completed, the yOrders flow to the Order_Departure location for some “post-service”
calculations prior to exiting the system.
A.3.1

Implementing the ramp adjustment
The linear relationship between the processing rate (R) and current queue length

(Q) is given by the equation of a straight line. There are several different ways to write
this equation. Let’s keep it in terms of the desired q-point (Q0¬¬,R0) and the minimum
allowable rate and it’s corresponding queue length (Qmin, Rmin). We can define the rate
R based on its deviation above the q-point time the slope ΔR/ΔQ.
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Figure A.7

Ramp adjustment.

Nominal, min, and max rates, and their corresponding queue values.
This expression of the relationship requires the fewest estimated parameters:
Rmin, Qmin, R0, Q0, and Rmax.
The piecewise linear equation for rate then is accomplished with a pair of Max
and Min statements, or with a couple of if-then statements. For example, in ProModel:
R = R0 + ((R0-Rmin)/(Q0-Qmin))*(Q-Q0)
If R > Rmax then R = Rmax
If R < Rmin then R = Rmin
A.3.1.1

Feedback Types
The model is built so that any of the feedback mechanisms can be selected at run

time. The macro mFeedback_Type is adjusted by the user in the Run Time Interface.
Termination Criteria – when the number of departures = the target (set in the
macro mDepartures_per_replication) the simulation terminates. Since we start the
simulation with the queue primed with the target queue length, at termination we should
have some left in queue, and the arrivals may be less than the departures. This was added
as a technique to create a “steady-state” condition, without depending on the “warm up”
feature, so that run time statistics will be valid.
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A.3.1.2

Response Variables
The summary statistics for the Queue Length and Cycle Times are calculated

during the run, and finalized in the termination logic.


vQ_mean – The mean of the queue length



vQ_var– The sample variance of the queue length



vQ_stdev – The sample standard deviation of the queue length



vCT_mean– The mean of the cycle time



vCT_var– The sample variance of the cycle time



vCT_stdev – The sample standard deviation of the cycle time

vCycleTime contains the order cycle times, measured from the time from arrival
to departure, so it includes time in queue and in the server. It is calculated in
OrderDeparture as vCycleTime = CLOCK() – aArrivalTime.
vQueue_Size contains the current queue length, calculated as: vQueue_Size =
Contents(Order_queue) as orders enter the server.
To get ProModel to calculate the average values for the queue length and cycle
times the same as we are, change the statistics type from time weighted (the default) to
observation based, for the variables of interest.
A.3.1.3

Calculating the Rate
In the order processing at the server, the rate is calculated in the variable

vProcessing_Rate. If the feedback type selected is 0 (open loop) then vProcessing_Rate
= mRate_Target. If the feedback type selected is 1 (linear) or 2 (ramp) then
vProcessing_Rate is calculated based on the selected parameters.
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A.3.1.4



vProcessing_Rate = mRate_Target + (((mRate_TargetmRate_Min)/(mQueue_Target-mQueue_Min))*vError)



if vProcessing_Rate < mRate_Min then vProcessing_Rate = mRate_Min



if vProcessing_Rate > mRate_Max then vProcessing_Rate = mRate_Max

Example Demonstration of the Experimental Model
Let’s select an M/M/1 with a utilization of 90%, and run 3 replications of 1000

arrivals each. Let’s compare the open loop, and linear, and ramp with min and max rates.
In the RTI (Simulation/Model Parameters), select the follow macro settings, in the
Scenario manager this is called “Constant”


mFeedback_Type = 0



mArrival_Rate = 0.9



mRate_Target = 1



mDepartures_per_Replication = 1000

This sets up a basic M/M/1 queue with 90% utilization. Run 3 replications
(Simulation/Options/Replications=3)

Figure A.8

Three replications from the M/M/1 demonstration system.

With 90% utilization, sometime the queue grows quite large
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The average queue length is 11.6, with some pretty extreme departures from that
expected value. The average standard deviation of the queue length is also around 12.
Now, adding linear rate-adjustment, let’s run the Linear Scenario – with
processing rates adjustable from 0.1 to infinity:

Figure A.9



mFeedback_Type = 1



mArrival_Rate = 0.9



mRate_Target = 1



mQueue_target = 10



mQueue_min = 0



mRate_min = 0.1



mDepartures_per_Replication = 1000

Three replications from variable rate system with unlimited range.

Even with same arrival patterns, notice the improved stability.
The order queue averages around 10, as expected by the control adjustment. This
is close to the same result as the constant, but look how much less variability there is.
The average standard deviation of the queue length is now 3.73 (down from 12 in the
constant example.)
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Now let’s, add the minimum and maximum rate levels – allowing the rate to vary
only between 0.55 and 1.5. Also, select the minimum rate and queue length pair to
achieve the same slope and same target queue of 10.
Ramp Scenario – adjustable rates from 0.55 to 1.5:


mFeedback_Type = 1



mArrival_Rate = 0.9



mRate_Target = 1



mQueue_target = 10



mRate_min = 0.55



mQueue_min = 5



mRate_max = 1.5



mDepartures_per_Replication = 1000

A spreadsheet is provided to help visualize the impact of these parameters on the
shape of the rate function.

Procecessing Rate (R)

Rate Control Function
2
1.5

Rmin
Rmax

1

Rslope

0.5

Rramp
0
0

10

20

Number in Queue (Q)

Figure A.10 Ramp adjustment.
Limit the minimum and maximum rate-adjustment.
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R0

This also accomplishes the target queue average, and a average standard deviation
of queue length of 4.12. This is slightly increased, since the rate clamps at 1.5 and allows
slightly higher excursions of the queue length.

Figure A.11 Three replications from variable rate system with ramp.
Slightly more variability.

Figure A.12 Processing rate.
Slightly more variability.
By plotting the vProcessing_Rate time series, you can see where it tried to go
below 0.5 and above 1.5, but was clamped at these limits. But the reduction in variability
of the CT and L was still remarkable.
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A.3.2

Comparing to M/M/1 results
A brief review of the results of the familiar M/M/1 queueing systems is in order.

We can then compare the simulation results to the theoretical results as a validation step.
M/M/1 assumptions: Orders arrive one at a time with a Poisson arrival rate of λ
(time between arrivals is 1/ λ), into an infinite capacity FIFO queue. A single server
processes the orders with an exponentially distributed processing time (processing rate of
µ). The ratio ρ = λ/µ is the utilization of the server and must be strictly less than one for
the system to be stable and the result to be valid.
M/M/1 steady-state results:


The average number in the system (queue and server) L = ρ / (1- ρ) = λ /
(μ - λ)



The average number in the queue Lq = L – ρ = ρ 2/(1- ρ)



From Little’s Law, L = λ W, we can also express the waiting times



The average wait or Cycle Time in the system (queue and server) CT = W
= 1 / (μ - λ)



The average wait or Cycle Time in the queue CTq = Wq = 1 / λ(μ - λ)

So, for our demo system:


λ = arrival rate = 0.9 orders / min



μ = service-rate = 1 order / min



ρ = utilization = λ / μ = 0.9 or 90%



L = ρ / (1- ρ) = λ / (μ - λ) = 9 orders



Lq = L – ρ = ρ 2/(1- ρ) = 8.1 orders



CT = W = 1 / (μ - λ) = 10 minutes / order



CTq = Wq = 1 / λ(μ - λ) = 9 minutes / order
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Note – on time weighted and observation weighted statistics. The queue length needs to
be a time weighted average. For illustration, if the system (queue and server) was empty
for one second, then was busy with a single order for 9 seconds, we would think of this as
90% utilization, not 50% as we would get if we used observation based statistics. The
cycle times, on the other hand, are associated with entities as they leave the system, so an
observation based statistic is appropriate here.
The way the variables are defined and calculated are important to knowing how to
interpret them. The measure of cycle time vCycleTime is the elapsed time for each order
from the instant it arrives until it departs, so it includes all the queue time plus service
time. It would correspond to CT or W. The way the queue length, vQueueSize, and the
tallied statistics vQ_mean, vQ_var, vQ_stdev, work, they include only the number in
queue – and don’t include the unit in the server. But also, the calculation takes place in
the order processing in the entry to the server, so it can be zero. But there is some bias,
since it is an observation based measure, and should really be time weighted. Of course,
you can use Contents(Order_queue) with time weighted to get the correct value.
An experiment with 100 replications of the “constant” scenario (each with 1000
arrivals) was conducted to compare the results to the M/M/1 theoretical results. The
results showed that the simulation model matches the expected results from the M/M/1
theoretical results. There was no significant difference at the 90% confidence level.
Results are show below.
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Table A.2

Experiment results.

Simulation Results
vQ_mean
vQueue_size
Order_Queue (location stats)
vQ_Stdev
vCT_mean
vCT_Stdev
Server utilization (location stats)

avg
8.77
8.07
7.89
7.08
9.67
7.65
90.24%

Constant
M/M/1
stdev
[90% CI]
3.61
[8.17,9.37] Lq=8.1; L=9
3.62
[7.46,8.47]
3.67
[7.28,8.50]
2.86
[6.61,7.56]
3.93
[9.02,10.32] CTq=9; CT=10
3.18
[7.13,8.18]
3.64 [89.64,90.85] 90%

The most direct comparison for queue length is using the location statistics for the
Order_Queue, since this properly accounts for time-weighted values (including empty
queue conditions). The theoretical average queue length is 8.1, and we observed an
average of 7.89, with a 90% confidence interval (based on 100 replications) of
[7.28,8.50] which contains 7.89.
The most direct comparison for Cycle Time is the observation weighted statistics
for vCT_mean. The theoretical expected cycle time is 10. We observed an average of
9.67, with a 90% confidence interval of [9.02, 10.32] which includes 10.
The server utilization should be 90% and was observed at an average of 90.24%.
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CLASSROOM EXAMPLE OF ADJUSTABLE SERVICE-RATE QUEUEING
SIMULATION MODELS
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B.1

Purpose
The purpose of this simulation class exercise is to expose the Industrial

Engineering student to the concept of adjustable service-rate queueing systems with a
simple simulation model exercise. The performance of an adjustable service-rate queue
will be compared to simple M/M/1 queueing model. Some insights into the power of
adjustable rate models, or at least an appreciation for the differences, will be developed.
B.2

Exercise
This classroom exercise is conducted in two parts – first building and debugging

the M/M/1 basic model, then adding a simple rate-adjustment in the form of a “fast/slow”
control.
B.2.1

Part 1 – M/M/1 basic model
First build an M/M/1 queueing simulation model with 90% utilization as shown in

figure B.1. Let the arrival rate λ = 9, so the inter-arrival time is 1/λ = 1/9. Let the
service-rate be μ = 10, so the average service time is 1/10. The server utilization should
be ρ= λ/μ = 0.9.
The expected average number in queue is Lq = ρ2/(1-ρ) = 8.1. The expected
average number in the system is L = ρ/(1-ρ) = 9.
Run the system for 1000 arrivals, and see if the averages are close to the expected
values.
Display the time series of the number in queue. Observe the peak behavior, and
idle time.
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Run several replications to get a feel for the variability in these averages, even for
a long simulation like 1000 arrivals.

Figure A.13 Entity flow diagram for simulation model.

B.2.2

Part 2 – Fast/Slow rate-adjustment
In part 2, we add a feedback loop of sorts. The server now has two speeds that it

can run – fast and slow. Building upon the simulation model in part 1, now add
processing logic to examine the number in queue as the service times are being
calculated, as shown in figure B.2. If the current number in queue is above 16 (twice the
expected average), then we will “speed up” the server by multiplying the rate by 2. This
is accomplished by dividing the sampled service time by 2.
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Figure B.1

Fast/slow service-rate adjustment model.

Again run the simulation for 1000 arrivals, and notice the performance of the
number in queue time series. How much were the peaks reduced? How much was the
average number in queue reduced? How was the server utilization affected? How does
this system perform, compared to the open-loop queueing system?
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CONFERENCE PAPER SUMMARIES
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This appendix contains a summary of the five conference papers written by Babin
and Greenwood as part of this research. In the following sections, the title, abstract, and
outline are shown. The bibliographical information is in the references section at the end
of this appendix.
The initial paper written by Babin, Greenwood and Hamilton (2007) introduces
the concept of adjusting the service-rate to make the capacity simulation model at
Mimeo.com more realistic. There is no utilization setting for a simple queueing model
that provided the right combination of low idle time and consistent cycle time
performance. Only by varying the processing rate based on the number in queue was the
capacity simulation realistic. This initial paper planted the seed for the research topic –
that took some years to germinate and bear fruit!
The first paper written this year by Babin and Greenwood (2015a) looks at using
variance measures of the number in queue as the performance measure for adjustable rate
queueing simulations. Various proportional gains (rate-adjustment slopes) are tested to
illustrate the some measure of variability is needed beyond the traditional average
number in queue.
The second paper by Babin and Greenwood (2015b) introduces cost as way to
quantify the control effort applied in adjustable service-rate queueing simulations.
Measuring total cost – including the service-rate cost and waiting time cost – provides a
way to describe the tradeoffs involved.
The third paper by Babin and Greenwood (2015c) extends the proportional
(linear) feedback design from the earlier papers to include a Proportional Integral
Derivative (PID) control structure. Adding the integral term allows the model to
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automatically adjust to rising queue conditions resulting from a step increase in the
arrival rate, making it more like the expected management reactions.
The fourth paper by Babin and Greenwood (2015d) considers if limiting the
extreme variability of the exponential distribution for arrival and service times might also
provide a similar stabilizing effect. While truncating the exponential distribution does
reduce the variability in the number in queue, only adding the rate-adjustment allowed
the system to react to the unrealistic peaks that still remained when truncating at the 95th
percentile.
C.1

IERC 2007 - Modeling Variable Rate Processing in Queueing System
Simulations

C.1.1

Abstract
In simple queueing models, the average processing rate is assumed to be

independent from the number of entities in queue. In real systems, the effective
processing rate often varies with the queue size (e.g., by adding or shedding resources).
As a result, real queueing systems tend to be more stable than predicted by simple
models. Queueing models that include state dependent processing rates become messy.
Simulation models can easily handle this complexity. This paper explores the basics of
the variable processing rate problem, and illustrates the impact of a few practical methods
to incorporate this effect into simulation models.
C.1.2

Outline

1. Introduction
1.1. Background and Motivation
1.2. Basic Queueing Models
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1.3. Feedback Control Systems
1.4. Simulation Models
2. Variable Rate Processing
2.1. Basic Concept
2.2. Methods to Incorporate Variable Rates into Simulation Models
3. Simulation Testing
3.1. Testing Objectives
3.2. Test Plan
3.3. Test Model Construction
3.4. Simulation Test Results
4. Conclusions
4.1. Summary & Recommendations
4.2. Future Research
5. References
C.2
C.2.1

IEOM 2015a Applying Variance Performance Measures for Variable
Service-Rate Queueing Simulation Models
Abstract
Service times in variable-rate service processes depend on the state of a system,

e.g., number in queue. This behavior is quite common, but is oftentimes overlooked in
simulation models. This paper describes modeling variable-rate queueing systems and the
need for different performance measures. The standard performance measures for simple
queueing models (the average number in queue, the average wait time, and the average
server utilization) describe nicely the long-term steady-state average performance of a
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system, but they do not describe the time-varying response of a system, and they are not
effective for more complex queueing simulation models that incorporate rate-adjustment
feedback. Since variable-rate queueing simulation models can adjust the service-rate
based on the number in queue, they can easily achieve the target average number in
queue by applying sufficient rate-adjustments. Performance measures for variable-rate
models should also consider the variability remaining in the system with the control
effort applied. This paper studies two measures of variability of the number in queue,
since variability reduction is often the key driver in a lean six-sigma improvement project
to improve performance
C.2.2

Outline

1. Introduction
2. Background
2.1. Why variable-rate queueing systems
2.2. Open- and closed-loop queueing systems
3. Proposed variability performance measures
3.1. Standard deviation models
3.2. Sum of square error from the target (SSEtarget)
3.3. Other performance measures considered
4. Simulation results – comparing performance measures
4.1. Results from single simulation runs
4.2. Simulation results – multiple replications
5. Conclusion
6. References and Future Research
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C.3

ISERC 2015b - Applying Cost Measures for Adjustable Service-Rate
Queueing Simulation Models

C.3.1

Abstract
Service times in adjustable-rate service processes depend on the state of a system,

e.g., number in queue. This behavior is quite common, but is oftentimes overlooked in
simulation models. This paper describes modeling adjustable-rate queueing systems and
the need for different performance measures, including costs. Adjustable-rate models
should consider the cost of waiting and the cost of applying rate-adjustments and
deviating from nominal rates. Two cost models are considered - one with linear servicerate costs, and one with a penalty for operating above or below the nominal service-rate.
These simple cost measures help describe the realistic impact of service-rate adjustment
in simulation models. An example from a product development simulation is provided.
C.3.2

Outline

1. Introduction
2. Cost Performance Measures
2.1. Total cost with linear waiting time and service-rate elements
2.2. Adding a rate penalty for operating above or below a nominal rate
3. Comparing performance measures
3.1. Fixed average service-rate and cost function
3.2. Linear service cost function
3.3. Quadratic service cost function
4. Case example – adjustable service-rates applied to product development
4.1. Queueing model assumptions and considerations
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4.2. Rate-adjustment mechanism
4.3. Modeling Results
5. Conclusions and future research
C.4
C.4.1

CIE 2015c - Implementing PID Control for Adjustable Service-Rate
Queueing System Simulations
Abstract
Adjustable service-rate queueing simulations are used to model the behavior of a

variety of systems of interest to industrial engineers where the service-rate is adjusted
based on the number of items in queue. Previous papers have studied the performance of
systems using linear feedback based on the current number of items in queue compared to
a target value – which performs well for a stationary arrival rate. This paper looks at
applying a proportional integral derivative (PID) controller to provide a more realistic
representation of the system when non-stationary arrivals are included. These closed-loop
models better represent system performance when management intervenes with rateadjustments in response to changes in the number in queue. The feedback signal to
adjust the service-rate is based on the error – the difference between the target and
current number in queue. One controller term is proportional to the current error, one
term is an accumulation of the area under the error-time curve, and one term is related to
the rate of change of the error. Performance measures related to the response of the
system to a step change in the average arrival rate value are included. The stochastic
nature of queueing system is also considered. The application of familiar PID control to
represent management feedback process to an adjustable service-rate queueing system is
demonstrated in a discrete event simulation model.
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C.4.2

Outline

1. Introduction
2. Performance measures for adjustable service-rate queueing systems
3. Adjustable service-rate queueing system as a feedback control system
4. Relationship of PID components to management behavior
5. Simulation results
6. Conclusions and future research
7. References
C.5
C.5.1

WSC 2015d - Incorporating Truncated Exponential Distributions in
Queueing Models with Adjustable Service-Rate Control
Abstract
Queueing models with service-rate control provide more realistic simulation

results compared to simple M/M/1 models which have too much variability in the queue
length. Because the variability in number in queue is increased by the unbounded nature
of the exponential distribution, another approach modelers sometimes use is to select a
bounded distribution, or to limit the maximum sample value by truncating the
exponential distribution. This paper compares the beneficial effect of service-rate control
and exponential distribution truncation. Simulation results demonstrate that models
incorporating both mechanisms (truncated exponentials and service-rate control) generate
the most realistic simulation results when rate-adjustment is used to reduce queue-length
peaks back to normal
C.5.2

Outline

1. Introduction
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2. Background
2.1. Adjustable service-rate queueing simulation models
2.2. Truncated Exponential Distribution
3. Predicting the effect using Kingman’s equation for G/G/1 models
4. Simulation results
4.1. Comparing truncation in arrival times and service times
4.2. Comparing truncated arrival & service with adjustable service-rate
4.2.1. Number in queue time series for a single simulation run
4.2.2. Comparing scenarios with multiple replications
4.2.3. New performance measures to quantify peak excursion behavior
5. Conclusions & Future Research
Appendix: Truncated exponential function in FlexSim
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NOTATION
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D.1

Notation
The following table lists the various notations used in this dissertation.

Table D.1
Notation
λ
1/λ
μ
1/μ
ρ
(1-ρ)
NQ
NQ(k)
LQ
WQ
L
W
Q0
Qmin
Qmax
Radj
R0
Rmin
Rmax
C(μ)
c
h
μ*
M/M/1
G/G/1
c.v.
Ca
Ce
TT

Notations used in this dissertation.
Description
Average arrival rate, number of customers arriving per unit time
Average inter-arrival time
Average service-rate, number of customers processed by the server
per unit time
Average service time
Average server utilization (0 ≤ ρ ≤ 1)
Average server idle time
Observed number in queue
Observed number in queue at event number k
Average number in queue
Average time in queue (waiting time)
Average number in system (number in queue plus number in
service)
Average time in system (time waiting in queue plus time processing
in server)
Target number in queue
Minimum number in queue (corresponding to Rmin)
Maximum number in queue (corresponding to Rmax)
Service-rate adjustment multiplier
Nominal service-rate adjustment multiplier (nominal rate when
Q=Q0)
Minimum rate-adjustment multiplier (corresponding to Qmax)
Maximum rate-adjustment multiplier (corresponding to Qmin)
Total cost per unit time for providing an average service-rate of μ
Service cost rate factor (cost per unit time per unit of service-rate)
Waiting-cost rate (cost per unit time per customer in the system)
Optimal fixed average service-rate
Simple queueing model with Markovian arrival & service processes
Queueing model with general distributions for arrival and service
processes
Coefficient of variation = standard deviation / mean
Coefficient of variation of the arrival process distribution
Coefficient of variation of the service process distribution
Truncation threshold (for truncated exponential distribution, sample
cutoff)
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Table D.1 (continued).
Notation
E(Y)
σ2(Y)
σ(Y)
Sk(Y)
k
Rateadj(k)
Kp
Ki
Kd
NQ(k)
e(k)
eSS
tR
tS
p.o.
NQmax
SQ
SSEtarget
L = λ*W or
LQ = λ*WQ

D.2

Description
Expected value of random variable (r.v.) Y
Variance of r.v. Y
Standard deviation of r.v. Y
Skewness of r.v. Y
Event counter for arrivals to the server
Rate-adjustment multiplier applied to the kth server arrival
Proportional gain (P term multiplier in PID control)
Integral gain (I term multiplier in PID control)
Derivative gain (D term multiplier in PID control)
Number in queue observed at the time of the kth arrival to the
server
Error term for the kth server arrival = Q0 – NQ(k)
Steady-state error = long term steady-state average error for large
k
Rise time = how long it takes the system to rise to 90% of a new
steady-state value
Settling time = how long it takes the system to settle within 90%
of a new value
Percent overshoot = how much the system response overshoots a
new steady-state value
Maximum observed number in queue
Sample standard deviation of the number in queue
Sum of the squared error from the target
Little’s Law

Reference models
For this dissertation, a simple adjustable service-rate queueing system is

considered, as shown in figure B.1.
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Figure D.1

Adjustable rate queueing system model.

The upper part of figure D.1 represents a traditional queueing system. Customers
arrive randomly, with a Poisson distributed arrival rate λ, wait in a queue of infinite
length, and are serviced in a first-in, first-out (FIFO) manner. A single capacity server
processes the customers with an exponentially distributed service time of 1/µ, then exit
the system. Prior to applying the rate-adjustment mechanism, the queue is a simple openloop queueing system, and follows the M/M/1 modeling assumptions.
A simulation model of the system, represented by an Object Flow Diagram, is
shown in figure D.2.

Figure D.2

Controlled queueing simulation model entity flow diagram.
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The simple simulation model allows easy comparison to M/M/1 results, and
captures the important performance measures for open- and closed-loop models.
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